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Abstract

Health information quality is a significant public health issue. Recently, concerns have
focused on online information, as the inherently unregulated nature of the Internet allows
anyone to post incorrect information which can be harmful to the internet users. This has
led to the development of several instruments designed for assessing Health Information
Quality (HIQ) of websites. Generally, HIQ is evaluated using such instruments in which the
evaluation is done manually which require time and effort. However, a recent study found
that HIQ varied across medical domains and websites; the study stated that the overall quality
of online health information is still problematic. Consequently, automatically evaluating the
quality of online health information websites is highly desirable. The aim of this thesis is to
demonstrate that Natural Language Processing (NLP) and machine learning techniques can
be used to assess information quality in online health documents automatically.
The thesis explores several aspects of this problem. Firstly, an analysis of people’s
understanding of HIQ criteria was undertaken, where a questionnaire with all the available
quality criteria in the literature was designed and disseminated online to identify the most
crucial criteria. The criteria were ranked according to the users’ feedback and also organised
into quality dimensions. Secondly, different annotated datasets were collected for the
purpose of assessing HIQ as this is one of the most challenging issues in these kinds of
studies. Thirdly, novel methods to assess the quality of health information were developed.
These are NLP and machine learning-based and varied from rule-based methods to machine
learning classification methods and evaluated on criteria that had available annotated datasets.
Furthermore, another method was developed to predict the performance of a sophisticated
set of criteria used to evaluate new interventions in online health news articles. The obtained
results were, generally, promising and showed that the automatic assessment is viable. Finally,
a framework for assessing the importance and suitability for automatic assessment of quality
metrics more generally was proposed based on these results. This is the basis of a general
framework for assessing HIQ automatically where NLP-based features can be utilised to
evaluate HIQ criteria with the help of machine learning algorithms.
To sum up, the main contributions to knowledge of this thesis are a detailed analysis of
a range of HIQ criteria in terms of importance to consumers and amenability to automatic

iv
detection, and the development of a framework which relates these two factors to predict
the effective deployment of automatic methods and hence guide the production of training
resources to support different automatic HIQ analysis tasks.
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Thesis Contribution

The contribution of this thesis is multi-fold. This is due to the fact that research on online
health information quality (HIQ) is evolving. Hence, the applicability of existing quality
instruments and the utilised quality criteria had to be reconsidered, datasets needed to be
collected and annotated, and appropriate approaches had to be proposed in order to evaluate
the quality of online health information. As a result, the contribution of this thesis can be
split into the following parts:
1. A novel approach to predict the type of intervention
A novel classification model that classifies health webpages according to the type of
intervention they recommend was developed and tested to classify health webpages
accordingly into evidence-based medicine (EBM) and non-EBM.
2. An approach to evaluate the quality of health web documents according to metadata criteria
A method to detect metadata criteria was developed using rule-based natural language
processing techniques and was applied to predict the presence of the JAMA criteria.
The proposed method looks for the presence of indicators to metadata criteria and
gives scores to webpages accordingly.
3. A novel approach to predict the satisfaction of a sophisticated set of criteria used
to evaluate new interventions in online news articles
Using the basis of classifying health webpages based on their type of intervention
(EBM vs non-EBM), the methodology was extended to identify the satisfaction of a
set of criteria used to evaluate new interventions in online news articles. This helps in
distinguishing good quality news articles from inferior ones.
4. A generalized framework for evaluating other quality metrics
A general comprehensive framework is proposed for automatically assessing HIQ.
This framework suggests suitable methods to assess the different HIQ criteria with the
help of natural language processing machine learning algorithms.
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5. Collecting datasets for the purpose of assessing HIQ
One of the most challenging issues in this kind of studies is getting a dataset that
is accurately annotated. In this work, different datasets from various sources were
collected and annotated to be used to achieve the ultimate goal of this work. In addition,
another dataset on health news articles was collected and prepared for experimenting.
These datasets will be made publicly available to researchers.
6. Analysis of online HIQ criteria
A questionnaire was developed based on the available quality criteria in the literature,
and the most important ones were identified from lay users’ and health professionals’
perspective. The criteria were ranked according to the users’ feedback. HIQ criteria
were then organised into quality dimensions based on previous theoretical frameworks
as well as on how they cluster together in the questionnaire response. A top-ranking
dimension that describes what the user is expecting to know from the websites has
been identified. Other analyses were also performed such as subgroup analysis which
revealed significant differences in the importance assigned to the various criteria based
on different factors.
The following publications were a result of research performed in this thesis.
1. Al-Jefri, Majed, Roger Evans, Pietro Ghezzi, and Gulden Uchyigit. “Using machine
learning for automatic identification of evidence-based health information on the web”.
In Proceedings of the 2017 International Conference on Digital Health, pp. 167-174.
ACM, 2017 Al-Jefri et al. (2017).
2. Al-Jefri, Majed, Roger Evans, Pietro Ghezzi, and Gulden Uchyigit. “What is health
information quality? Ethical dimension and perception by users”. The journal of
Frontiers in Medicine-Regulatory Science.Al-Jefri et al. (2018).

Part I
Introduction, Background and
Preliminaries

Chapter 1
Introduction
Health misinformation on the web can have consequences on public health and has been
recognised as a public concern. The primary motivation of the work in this thesis is to
identify the important information quality metrics of online health content and to explore the
challenges of evaluating the quality of online health information automatically. As a result,
important quality criteria of online health information are identified, and novel methodologies
for assessing different quality criteria are proposed. These methodologies are tested and
evaluated in several experiments on different datasets.
In this chapter, the problem of evaluating health information on the Web is introduced.
The overview of the problem is explored in Section 1.1 which also presents the motivation
for evaluating online health information and a summary of the research gap. The aims and
objectives of the research are discussed in Section 1.2. The research questions are presented
in Section 1.3 and Section 1.4 briefly discusses the significance of the research. Last, the
organisation of the thesis is presented in Section 1.5.

1.1

Problem Overview

The quality of online health information is vital in healthcare and health policy. Nowadays,
people refer to the Internet to ask about everything in their daily life including health information (Blumenthal, 2002; Shortliffe et al., 2000), and many of them trust the information
and advice they find (Mead et al., 2003). More people post health questions daily than refer
to their doctors (Cohen, 2010). This is expected to rise with the notable rapid increase of
Internet usage, with over 3.4 billion people having access to the web globally (Statista, 2018).
Online health information could be either content published by well-known institutions or
organisations, such as educational and research institutes and government agencies, or content generated by end-users on public platforms such as forums, blogs and social networks.
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Those two different sources are commonly sought by online health consumers (Fan et al.,
2013).
The Pew Research Centre reported that 72% of Internet users sought health information
online in 2012 (Fox and Duggan, 2013). The Oxford Internet survey also reported that 78%
of the UK population use the Internet, of whom 69% use it to access information related to
health (Dutton and Blank, 2014). Furthermore, the emergence of the Web 2.0 technology
has transmuted the way that Internet users seek online information including online health
information. Nevertheless, due to the open nature of the World Wide Web and the ease
of use of website creation tools, any person can easily create a website and produce any
content. This includes health websites or health information content on blogs or forums
which could be distributed without being carefully verified, and that could have a severe
influence on people’s health. Besides, several previous studies found that when Internet users
search for health information online, they do not assess the quality of the information they
obtain (Eysenbach and Köhler, 2002; Meric et al., 2002). Hence, the health information
retrieved online should be easy to understand, reliable and also relevant rather than vague
and inaccurate, as this will affect online users’ health.
This thesis focuses on studying Health Information Quality (HIQ) criteria and aims to
contribute towards the development of automatic methods of assessing HIQ. A key aim of this
thesis is to provide a deeper understanding and satisfactory tools to support the assessment,
quality control and effective search for online health information. In an era where documents
purporting to provide health information are available in vast numbers, from a wide range of
reliable and less reliable sources (health authorities, pharmaceutical companies, advocates
of complementary approaches, personal ‘health blogs’ etc.) this research seeks to provide
essential support to policymakers, quality control managers, and information providers in the
public health sphere.

1.1.1

Motivation

HIQ is a major public health issue because low-quality information can expose health professionals, patients and the public to the risk of forming potentially harmful beliefs (Pogacar
et al., 2017; Schwitzer, 2008). Recently, concerns have focused on online information, as
the inherently unregulated nature of the Internet allows anyone to post incorrect information. This has led to the development of several instruments designed for assessing HIQ of
websites.
Many researchers have concluded that the ability of people to judging the quality of
health information is mostly lacking and low in general (Lloyd, 2001; Sanders et al., 2009;
Sillence et al., 2007; Stead et al., 2005; Stvilia et al., 2009). Pogacar et al. (2017) have
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shown that there is a potential for harm when search engines mix correct and incorrect
information. They conducted a controlled laboratory study on 60 participants to study
how search engine results can influence people. The researchers biased the search results
toward both correct and incorrect information for ten different medical treatments, and
the participants were asked to make decisions on the information they were given. The
study concluded that participants were significantly influenced by search engine results both
positively and negatively. Participants were found to make more incorrect decisions when
interacting with search results biased towards incorrect information than when they had no
information at all.
Evaluating online health information has been addressed intensively using manual methods. Many studies developed quality assessment guidelines in forms of instruments that
require manual intervention either by experts or lay users. These include, among others,
the JAMA score (Silberg et al., 1997), the DISCERN criteria (Charnock et al., 1999) and
the HON certification (Boyer et al., 1998). These instruments were developed for different
purposes: the JAMA and DISCERN tools were aimed at providing customers with instruments to assess websites. The HON criteria are used by the HON foundation to certify health
websites with the display of the HONcode quality seal, and this was originally aimed at
organisations to help them develop websites with quality standards. The criteria of HIQ
considered by these three instruments are discussed in detail in Chapter 2. These instruments
have been widely used in academic research on online HIQ (Kitchens et al., 2014; Maki et al.,
2015; Parvizi et al., 2017; Yaqub and Ghezzi, 2015). However, with the massive growth of
Internet content, it is not feasible for online health information to be manually evaluated.
The study conducted by Stvilia et al. (2009) showed that literacy skills in health information
seekers is lacking and suggested the need to develop automatic tools for evaluating online
health information contents.
A few automatic methods have been proposed to assess the quality of online health
information, making use of some of the aforementioned instruments (Boyer and Dolamic,
2015; Sondhi et al., 2012; Wang and Liu, 2007). These studies have several limitations,
which leaves scope to address the problem of automatically assessing health information
quality, which this research is trying to achieve. This task is both vital and challenging;
consequently, designing an automatic evaluation system that makes accurate decisions on the
quality of retrieved health documents is essential not only to save users’ valuable time and
effort, but also to save their lives.
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Research Gap

The literature review conducted on the existing research work (see Section 2.1) has found
that the available health quality instruments use different quality criteria and this raised
doubts about how well-designed and inclusive these instruments are. Moreover, they do
not reflect what users consider when seeking health information online. Hence, there is a
need to study all the quality criteria and find out which criteria are the most significant ones,
which is important when designing automatic models to evaluate health information on the
web. Besides, the automatic methods that have been proposed so far do not cover many
quality criteria. They also have many limitations such as being evaluated on small datasets.
Furthermore, suitably annotated datasets, which are essential when developing automatic
methods, are lacking. As a consequence, well-designed models that utilise large enough and
suitably annotated datasets to assess the quality of online health information need to be well
proposed, experimented with, and evaluated.

1.2

Research Aims and Objectives

There are many available health quality instruments, which use different quality measures.
The aim is to find out how lay people and professionals look at the quality of online health
content and what criteria they consider to evaluate such information. This is carried out
by gathering all the existing criteria in the literature and formulating them into a survey
questionnaire that is filled out by lay people as well as people from medical backgrounds.
Then these criteria are analysed and used to achieve the ultimate goal of assessing the quality
of online health information automatically using language processing and machine learning
techniques.
The aim of this research is to demonstrate that Natural Language Processing (NLP)
techniques can be used to improve the measurement of information quality in online health
documents. On the one hand I aim to show that NLP can be used to improve measurement
of existing metrics (used by other researchers in existing instruments). On the other hand,
I aim to show that NLP allows us to measure new content-based metrics not currently
accessible (currently not being looked at in other instruments but can be learned from the
text such as whether the recommended treatment is evidence-based or not). I also want to
investigate whether such metrics will give us a more profound semantic notion of information
quality/reliability of health information documents.

1.3 Research Questions

1.3
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The main research question of this thesis is:
1. Can NLP and machine learning techniques improve the measurement of information
quality in online health information?
This question can be broken down into the following sub-questions:
(a) Which current information quality criteria can be assessed using NLP techniques?
(b) Can new NLP-based features be identified to help assessing HIQ?
(c) How can we devise machine learning based NLP algorithms that measure textbased Information Quality dimensions to assess the quality of text in the health
domain?
(d) Can the used techniques give us insight into subjectively measuring health content
reliability?
Also, and in order to give more attention to important criteria, this research is trying to
answer the following question:
2. What are the criteria that most influence the quality of online health contents?
This research question can be broken down into the following sub-questions:
(a) What criteria do consumers value the most?
(b) Are there any differences in views between consumers from different backgrounds?

1.4

Research Significance

This research may provide researchers and practitioners in the field of HIQ and public health
guidance on how to develop automatic methods for assessing HIQ, as most of the existing
studies and instruments require manual evaluation. This has been a significant limitation
as it is time consuming and therefore limits study to a small number of websites (or other
sources of information). The development of automatic methods would allow the exploration
of a much wider range of information (for instance, web searches using many different
search queries, and possibly in different languages) to get a comprehensive picture of the
information available on a given health-related topic. These methods will be indispensable
if health organisations want to set up an observatory to monitor the information to which
patients and the general public are exposed.
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This research has the potential to be very significant, and the outcomes could be used
by policymakers and stakeholders in health information (international health organisations,
health authorities, patients’ associations, etc.) to identify topics at risk of misinformation
due to low-quality, unreliable websites ranking high in search engines. They could also
be employed by different organisations to support quality control of their web presence
(and other documentation). Furthermore, the research outcomes could be utilised by search
engine providers to improve the quality of the search results. This research will support
the development of more advanced tools for accessing health information, providing useradapted, reliable information to allow users of a wide range of abilities to make informed
decisions about their health needs.

1.5

Thesis Outline

The thesis is organised as follows:
Chapter 1 introduces the problem that the thesis solves and provides an overview of the
thesis objectives and questions.
Chapter 2 sets the stage for this research and the tools used. It also discusses the most used
instruments and presents an overview of the proposed approaches (manual and automatic) to
evaluate HIQ on the internet.
Chapter 3 discusses the general methodology used in this thesis. There are two parts
of this chapter, a theoretical part which is based on a survey questionnaire to identify the
important health quality criteria and dimensions, and a technical part which is based on NLP
and machine learning to evaluate these criteria.
Chapter 4 describes the different datasets used for the experiments in this thesis with
some statistics and how they were obtained and annotated.
Chapter 5 discusses an analysis of the HIQ criteria that can be applied to websites. It
defines which IQ criteria are essential for a website to be trustworthy and meet users’ expectations and groups them into different dimensions.
Chapter 6 presents an empirical evaluation of the four JAMA criteria as an example of
automatic evaluation of metadata criteria using rule-based methods.

1.5 Thesis Outline

9

Chapter 7 describes a method to classify health webpages according to the type of intervention they recommend, whether evidence-based or not, using a binary classification
method.
Chapter 8 presents an extended method to evaluate a set of ten criteria utilised to assess the quality of health news. These criteria aim at assessing quality, mainly in terms
of completeness of the content, of news stories that include a claim of efficacy about new
treatments, devices, dietary recommendations, and other types of health interventions.
Chapter 9 draws upon the entire thesis work, tying up the various theoretical and practical strands in order to propose a comprehensive framework for evaluating HIQ criteria on
the web. Further, this chapter concludes the thesis and includes a summary of the achievements, main contributions and directions for future work.

Chapter 2
Background and Related Work
This chapter has two main parts. In the first part (Section 2.1) the background to the problem
is introduced, and some of the studies that address the problem of health information quality
(HIQ) online are discussed. In addition, some of the most well-known instruments that are
used to evaluate the quality of health information are presented, and the automatic methods
that have been investigated so far to assess online HIQ are extensively reviewed.
In the second part of the chapter, a general background on the techniques used to achieve
the experimental work of the thesis is briefly presented (Section 2.2). This includes some
background on NLP and machine learning. Finally, the research gap is discussed in Section
2.3.

2.1
2.1.1

Problem Background
Introduction to Information Quality

Health information quality (HIQ) should be seen in the wider context of information quality
(IQ) generally. The latter has been extensively studied for its applications in business and
manufacturing. IQ is generally considered a multi-dimensional concept (Illari and Floridi,
2014); depending on an author’s philosophical view-point, IQ can have different attributes
and characteristics (Klein, 2001; Knight and Burn, 2005). Wang and Strong (1996) described
data quality as data that is “fit-for-use”. This denotes that data quality is relative, i.e. the data
quality suitable for one application might not be suitable for another one as the assessment
attributes might not be sufficient to use when applied in a different scope (Knight and Burn,
2005; Tayi and Ballou, 1998).
Several studies have developed IQ assessment frameworks based on the definition of IQ
dimensions (Illari and Floridi, 2014). The best known of these frameworks was developed by
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Table 2.1 Dimensions of IQ (Wang and Strong, 1996)
Dimension

Criteria

accuracy, objectivity, believability, reputation
accessibility, security, ease of operation
relevancy, value-added, timeliness, completeness, amount of
Contextual IQ:
information
interpretability, ease of understanding, concise representaRepresentational IQ:
tion, consistent representation
Intrinsic IQ:
Accessibility IQ:

Wang and colleagues (Wand and Wang, 1996; Wang and Strong, 1996), based on a survey
among 355 Masters in Business and Administration alumni, aiming to capture aspects of IQ
that are important for consumers in the business field. A second study by the same group
involved 52 information professionals from the financial, healthcare, and manufacturing
sectors (Lee et al., 2002). These studies defined sixteen IQ categories or criteria that were
grouped into four dimensions (Wand and Wang, 1996; Wang and Strong, 1996) as shown in
Table 2.1.
Other studies have developed other IQ assessment frameworks. Some are general quality
assessment frameworks, while others were developed for website and information systems
quality assessments. In his masters thesis, Kandari (2010) studied the existing World
Wide Web IQ frameworks and developed a framework for measuring the quality of online
information. More than twenty dimensions were identified for measuring the information
quality of online information using an online survey. The author discussed the homogeneous
attributes of information quality comprehended by individuals, their aspects and interactions.
Then they used different web domains and types of websites and asked participants from
different nationalities and cultures to assess the quality of those websites. The results
concluded that nine out of the twenty-two information quality dimensions were found
significant (more valued) to the users across the various website, while the remaining vary
and depend on different factors. Other researcher have developed similar frameworks in
different studies (Dedeke, 2000; Eppler and Muenzenmayer, 2002; Kahn et al., 2002; Kandari
et al., 2011; Katerattanakul and Siau, 1999; Knight and Burn, 2005; Leung, 2001; Naumann
and Rolker, 2005; Shanks and Corbitt, 1999; Tate, 2009; Van Zeist and Hendriks, 1996; Zhu
and Gauch, 2000).
It is worth mentioning that some refer to the IQ criteria as IQ dimensions while others
use the terms metrics and characteristics. In this thesis, the term criteria is used to describe
such metrics while the term dimension refers to the group of some related criteria. Table 2.2
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Table 2.2 Most common information quality criteria of the widely accepted IQ frameworks
summarized and sorted by most to least common by Knight and Burn (2005)
No.

Quality Criteria

1

Accuracy

2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Definition

extent to which data are correct, reliable and certified free of
error
extent to which information is presented in the same format and
Consistency
compatible with previous data
extent to which access to information is restricted appropriately
Security
to maintain its security
extent to which the information is sufficiently up-to-date for the
Timeliness
task at hand
extent to which information is not missing and is of sufficient
Completeness
breadth and depth for the task at hand
extent to which information is compactly represented without
being overwhelming (i.e. brief in presentation, yet complete
Conciseness
and to the point)
extent to which information is correct and reliable
Reliability
extent to which information is available, or easily and quickly
Accessibility
retrievable
extent to which information is physically accessible
Availability
extent to which information is unbiased, unprejudiced and imObjectivity
partial
extent to which information is applicable and helpful for the
Relevancy
task at hand
extent to which information is clear and easily used
Usability
extent to which data are clear without ambiguity and easily
Understandability
comprehended
extent to which the quantity or volume of available data is
Amount of data
appropriate
extent to which information is regarded as true and credible
Believability
extent to which data are easily found and linked to
Navigation
extent to which information is highly regarded in terms of
Reputation
source or content
extent to which information is applicable and helpful for the
Usefulness
task at hand
extent to which data are able to quickly meet the information
Efficiency
needs for the task at hand
extent to which information is beneficial, provides advantages
Value-Added
from its use
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shows the most commonly used IQ criteria summarised by Knight and Burn (2005), when
they studied 12 of the widely accepted IQ frameworks sorted by most to least common.

2.1.2

Assessing Health Information Quality

As more people seek health information online, many studies have tried to assess the quality
of online health information. Most of them use manual methods based on some quality
guidelines while the others proposed automatic methods that use ‘features’ (individual
characteristics of the documents for machine learning algorithms to learn from) to classify
health documents (mainly web documents). In this section, some of these studies are
presented and classified into manual and automatic methods. Before that, some of the most
well-known HIQ instruments are presented in a separate subsection. In addition, many studies
have addressed the readability of the text as a quality measure, hence, another subsection
sheds light on some of these studies and the readability scores they used.
Health Information Quality Assessment Instruments
There is no agreed-upon definition of HIQ, different researchers use different definitions and
evaluate it using various indicators and criteria (Zhang et al., 2015). This subsection presents
some of the most well-known instruments used to define and evaluate the quality of health
information. Studies that used these instruments (sometimes along with other guidelines) in
their assessments are presented in the next subsection.
Many researchers, organisations, and website developers are exploring alternative ways
of helping people to find and use high-quality information available on the internet. Many
existing instruments that have been proposed by such researchers and organisations are
available for measuring HIQ. Among those, the most common ones are the Health On the
Net (HON)1 foundation code (Boyer et al., 1998), the Journal of the American Medical
Association (JAMA)2 (Silberg et al., 1997) and DISCERN3 (Charnock et al., 1999).
The HON code is a certification of quality obtained from the HON foundation, a nonprofit organisation based in Switzerland. A website is accredited when it satisfies eight
quality principles, namely: authorship, attribution, privacy, complementarity, transparency,
justifiability, financial disclosure, and advertising policy. This certification is valid for one
year and can be renewed (Boyer et al., 1998). Table 2.3 briefly details the eight criteria used
in HON.
1 https://www.healthonnet.org/HONcode/Conduct.html
2 http://jama.jamanetwork.com/journal.aspx
3 http://www.discern.org.uk
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Table 2.3 HONcode criteria 4 (Boyer et al., 1998)
No.

Criterion

Comment

1
2

Authoritative
Complementarity

3

Privacy

4

Attribution

5

Justifiability

6
7
8

Transparency
Financial disclosure
Advertising policy

Indicate the qualifications of the authors
Information should support, not replace, the doctorpatient relationship
Respect the privacy and confidentiality of personal data
submitted to the site by the visitor
Cite the source(s) of published information, date medical
and health pages
Site must back up claims relating to benefits and performance
Accessible presentation, accurate email contact
Identify funding sources
Clearly distinguish advertising from editorial content

The JAMA instrument looks at assessing the trustworthiness of the information quality.
It was proposed by Silberg et al. (1997) to help internet users to evaluate the reliability of
websites when seeking health information online. JAMA has become a widely established
tool for assessing online health information (Maki et al., 2015). The instrument consists
of four criteria (see Table 2.4). These criteria are: authorship, attribution (references to the
sources of the information), ownership disclosure and currency (the date of the information
contained in the website). For a website to be considered of good quality, it should satisfy at
least three of the four criteria (Silberg et al., 1997).
Table 2.4 JAMA criteria (Silberg et al., 1997)
No.

Criterion

Comment

1

Authorship

2

Attribution

3

Disclosure

4

Currency

Authors and contributors, their affiliations, and relevant credentials
should be provided
References and sources for all content should be listed clearly, and
all relevant copyright information noted
Web site "ownership" should be prominently and fully disclosed,
as should any sponsorship, advertising, underwriting, commercial
funding arrangements or support, or potential conflicts of interest
Dates that content was posted and updated should be indicated
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Table 2.5 DISCERN instrument5 questions (Charnock et al., 1999)
Section

Question

1. Are the aims clear?
2. Does it achieve its aims?
3. Is it relevant?
4. Is it clear what sources of information were used
to compile the publication (other than the author or
producer)?
Is the publication reli5. Is it clear when the information used or reported in
able?
the publication was produced?
6. Is it balanced and unbiased?
7. Does it provide details of additional sources of
support and information?
8. Does it refer to areas of uncertainty?
9. Does it describe how each treatment works?
10. Does it describe the benefits of each treatment?
11. Does it describe the risks of each treatment?
12. Does it describe what would happen if no treatment
is used?
How good is the quality 13. Does it describe how the treatment choices affect
of information on treat- overall quality of life?
14. Is it clear that there may be more than one possible
ment choices?
treatment choice?
15. Does it provide support for shared decisionmaking?
Overall Rating of the
Publication

16. Based on the answers to all of the above questions,
rate the overall quality of the publication as a source
of information about treatment choices

2.1 Problem Background
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DISCERN is a measuring instrument that was designed to help health information consumers to judge the quality of written health information about treatment choices (Charnock
et al., 1999). The DISCERN instrument is a questionnaire that consists of 16 items (questions) grouped into three sections as depicted in Table 2.5; each item is rated with a score
from 1 to 5. Many studies used DISCERN to assess the quality of online health information
and categorised web pages according to the score they achieve (looking at the numbers
of citations, over 700 studies used DISCERN, while JAMA was cited over 1200 times).
For example, in the recent study of Parvizi et al. (2017) the overall quality of websites
was categorised into five groups as excellent, good, fair, poor and very poor with scores of
(63–75), (51–62), (39–50), (27–38) and (15–26), respectively.
Zhang et al. (2015) carried out a survey that examined 165 articles in which researchers
evaluated HIQ on the web against predefined criteria. Most of these studies used pre-existing
instruments with predefined criteria to evaluate the quality such as JAMA, HON code, and
DISCERN. Other studies used combined criteria taken from the instruments mentioned above
or developed for specific purposes such as Chumber et al. (2015) and Robillard and Feng
(2017). The study by Zhang et al. came to three main conclusions. First, the quality of health
information varied across medical domains and websites. Second, from the 165 studies
analysed in the systematic review, it appears that there is no consensus as to the definition of
HIQ. Finally, the study questions the validity of some of the existing instruments, particularly
because they often focus on the form of the content (such as in the JAMA score) rather than
analysing the scientific accuracy of the information.
In the following two subsections, some of the well-known studies for the manual evaluation of health information are reviewed. I then focus on reviewing more in detail the existing
studies where the automatic evaluation of HIQ was attempted, and discuss the methodological
approaches they used.
Manual Evaluation Methods
The evolution of assessing the quality of the online health information started with looking at
the quality of information for specific diseases. One of the first such studies was conducted
by Impicciatore et al. (1997) and was on assessing the reliability of web pages on fever in
children that could be accessed by parents. The websites returned by a search on “fever
management”, “chill” and “parent information” were analysed. The reliability of 41 searched
websites was checked against predefined guidelines to parents on how to manage fever at
home. Those guidelines were supplied by El-Radhi and Carroll (1994). The authors found
that out of the 41 webpages only four webpages provided information that closely obeyed the
recommended guidelines by El-Radhi and Carroll. Since then, the need to develop improved
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instruments to assess HIQ as well as the adherence of the information provided to the existing
medical guidelines has increased (Bernstam et al. (2005); Eysenbach et al. (2002)).
With the massive growth of the content available on the Internet, it is not feasible for
significant samples of online health information to be manually evaluated by experts. Hence,
various organisations have developed quality instruments that health information seekers
can use to evaluate online content. As a consequence, hundreds of instruments, ranging
from certifications such as the HONcode to rating instruments such as the JAMA score, to
non-specific indicators such as web traffic (Alexa ranking6 ), have been designed to be used
by health consumers to rate the quality of online health information (Bernstam et al., 2005).
Jadad and Gagliardi (1998) studied the available instruments used to rate online health
websites. In total, their study identified a total of 47 rating instruments. They found that 14
of the studied instruments provided descriptions of the rating criteria, and only 5 of these
instruments provided instructions on how they can be used. A more extensive study was
conducted as an extension of this work later by the same authors Gagliardi and Jadad (2002)
identified 98 unique instruments for assessing the quality of health websites. They also point
out that every year new instruments to assess HIQ are developed, many of which either use
proprietary information or do not satisfactorily describe their ranking criteria. This impacts
the usability of the instruments, that is the possibility for the users to apply them when
looking for health information online.
There has been some work on assessing these instruments in terms of their usability.
Bernstam et al. (2005) suggested that for any instrument to be usable by health consumers: (1)
it must be available to them; (2) it must require a limited number of elements to be assessed;
(3) all elements must be assessable and (4) the instrument must be readable. Although these
criteria are essential to ease the use of the instrument, the authors stated that they are not
enough to ensure their usability.
The first systematic literature review that investigated the quality of online health information was done by Eysenbach et al. (2002). The researchers reviewed 79 different
studies and found that the most frequently used quality criteria were accuracy, readability,
completeness, design, disclosure and references. They concluded that the quality of the
majority of those studies is problematic and that each study uses different quality criteria.
They suggested the need for quality metrics to assess health information online. All of these
tools depend on predefined criteria that need to be manually checked to assess the quality of
health information.
Another systematic review was performed by Bernstam et al. (2005) on the available
quality evaluation instruments for identifying quality assessment tools that can be used
6 https://www.alexa.com/siteinfo
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by health consumers practically without professional supervision. The authors found 273
different instruments, of which only 80 had criteria available to be used by health consumers.
According to the authors’ usability guidelines, 54 instruments had ten or fewer criteria, and
21 of them had ten elements or fewer to be assessed. They also evaluated the objectivity of
the criteria and the readability standards of those instruments. They found out that only seven
instruments have criteria that could all be assessed objectively, of which only one instrument
met the readability standards.
A different review of the online HIQ instruments was conducted by Breckons et al.
(2008) to assess their performance on websites containing complementary medicine and
breast cancer information. They identified a total of 39 instruments and included 12 of them
based on some defined inclusion criteria. These instruments were applied on 12 websites
containing complementary medicine and breast cancer information. The study shows that
the instruments vary in the ease of use and the range of the assessing criteria. One major
conclusion of that review was pointing at the usability, and found that most of them are
not practically usable by consumers. The authors suggested that new instruments could be
designed by combining some of the better features of the studied instruments to provide good
instruments with fewer criteria. However, this study needs to be extended to include other
types of diseases to check the validity of the criteria to be generalised.
Kitchens et al. (2014) investigated the quality of health information returned by search
engines using health-related search terms. They used the MedlinePlus7 National Library of
Medicine terms index, a total of 2069 terms, to perform queries on the Google search engine
and obtained the first 10 returned URLs (the the first page results) for each term. Then they
checked each result against the HON and MedlinePlus criteria8 – a curated online health
portal created and maintained by the National Library of Medicine, a part of the National
Institutes of Health (Miller et al., 2000). The study findings indicated that a majority of
information returned by search engines is of high quality. It is stated that the quality of
search results for preventive health and social health issues is lower than that returned for
the diagnosis and treatment of diseases. Although the majority of the information is of high
quality, low HIQ has a severe impact on public health. This conclusion contradicts other
studies that find that the quality of online health information is problematic (for example,
many of the 165 studies surveyed by Zhang et al. (2015)). Moreover, the study did not assess
the returned URLs individually; they instead assessed the web domain of the websites as a
whole.
7 https://www.nlm.nih.gov/medlineplus/
8 https://medlineplus.gov/criteria.html
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Yaqub and Ghezzi (2015) introduced scientific accuracy as a quality dimension to be
taken into account when assessing HIQ. They assessed the quality of health information
on the Web by analysing the type of intervention described by the websites. They checked
whether the type of intervention is supported by EBM or not. This differs from the other
available instruments’ point of view that assess the trustworthiness of the health information
by providing the accuracy of web documents as a dimension of information quality. They
suggested that whether or not a website points the user towards a treatment that is approved
and evidence-based could be used as a proxy indicator of content-based quality or scientific
accuracy. They further tried to correlate accuracy with the four JAMA criteria (authorship,
attribution, disclosure, currency). They analysed the first 200 websites from the Google
search engine results for “migraine cure” query for satisfying the JAMA criteria. They also
analysed the websites’ categories, whether commercial, health portals, professional, patient
groups or non-profit. For accuracy, they analysed the type of intervention described by the
retrieved web pages and categorised them based on the recommended intervention as either
being: approved drugs, alternative medicine, food, lifestyle, procedures or drugs still at the
research stage.
Chumber et al. (2015) qualitatively and quantitatively evaluated the reliability of online
information for diabetic neuropathy. They analysed the first 200 websites returned by different
search engines. Each returned website was checked for a combination of different predefined
instruments including HON code and JAMA. The returned websites were classified against
their affiliations – whether they were governmental, commercial, professional etc. The
authors further compared the results after analysing the websites using JAMA and HON
criteria and concluded that these do not satisfactorily assess the content. The authors, in the
end, tried to identify their own scoring system borrowing from some of the criteria of the
existing tools. Another qualitative analysis was done by Maki et al. (2015) in which they
analysed the first 200 websites returned by the Google search engine on influenza prevention
and influenza vaccine in both English and Italian. The returned websites were classified
against their affiliations as well as for their trustworthiness based on the JAMA criteria. The
type of information contained in the results, and whether they provide information pointing
at treatments that are considered evidence-based medicine (EBM) or not, were also examined.
The authors found that the governmental websites usually recommend EBM preventative
approaches and had a pro-vaccine stance, while most of the commercial websites promoted
non-EBM approaches.
Parvizi et al. (2017) conducted a quality assessment using the DISCERN instrument on
online information related to apicectomies. They considered fifteen of the first 70 websites
resulting of searching terms related to apicectomies for their evaluation. They concluded that
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almost half of the websites they evaluated were of poor quality according to the DISCERN
score. This recent study shows that the quality of health information has not improved.
Another study by Arif et al. (2018) has looked at the quality of information regarding claims
that relate vaccines to autism. The researchers carried out a search for “vaccines autism” in
different languages, including English, Italian, French, Mandarin Chinese, and Arabic; then
analysed the results for the top 200 websites. They found that people can get misinformed
advice and information from the Internet, with 10%-24% of the websites analysed having a
negative stance on vaccines.
Most of the instruments that have been developed are generic and can be applied to
assess any health-related websites. There has been some work to develop instruments
that are diseases specific or designed for specific patient groups. For example, Bath and
Bouchier (2003) designed a tool to assess the quality of websites that provide information
about Alzheimer’s disease that can be used by informal carers of people with the disease.
The authors tested the tool by evaluating a sample of 15 websites, and they compared
the results with others obtained using four generic instruments including the HONcode.
The results showed that almost half of the assessed websites achieved less than 50% of
the maximum score, but in general, they obtained a better score using the specific tool.
Another tool was developed by Harland and Bath (2007) to assess the comprehensiveness
of information provided online about multiple sclerosis based on self-reported information
needs of people with this disease. The authors also tested the validity and reliability of three
general instruments, also including the HONcode, on a sample of 40 websites containing
information about multiple sclerosis. As other studies concluded, the researcher found
that the quality of information provided on multiple sclerosis websites was variable. They
concluded that there is a low level of agreement between their disease-specific tool and the
general assessment instruments.
Other studies have been conducted on genuine users and looked at how they assess
the quality of advice on the Internet. Sillence et al. (2007) conducted a study in which
they observed fifteen women while searching the Internet for information and advice on
menopause and hormone replacement therapy over four consecutive weeks. They wanted to
study what factors these women consider to trust websites with such advice and others to
reject them. Many design factors such as difficulty with navigation or pop up adverts were
factors for the rejections. The authors found that the charitable and governmental websites
were preferred over pharmaceutical websites and regarded credible sources of information.
They also reported that women tended to trust advice that was written by women with the
same experiences. Overall, women’s ability to assess the quality of health websites had
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improved, and they felt that their search online influenced their decision-making and also
improved their communications with physicians.
In summary, the studies showed that the quality of online health contents are variable
and the various quality instruments that have been developed and used to evaluate the healthrelated contents online vary in terms of the criteria they utilise and the way they can be
applied. In addition, evaluating the quality of health-related websites may sometimes require
expert knowledge in the health domain. Therefore, assessing the quality of such websites
may not be easily judged by ordinary health seekers who could be misinformed by advice on
untrusted websites.
Automatic Evaluation Methods
All of the studies mentioned in the previous subsection assess the quality of health information manually and require either experts in the field or users who are aware of the assessment
guidelines to evaluate the retrieved health documents. In the survey of Zhang et al. (2015),
more than a third of the studies included used instruments based on medical guidelines,
textbooks or literature, whereas more than a quarter of the surveyed studies needed intervention from medical experts to evaluate the content. All of these studies evaluated the
quality of information by looking through the content manually which is time-consuming
and effort-intensive. Therefore, there is a need to automate the process of assessing the
quality of health information especially with the rapid growth of health information on the
web. However, it is challenging to fully automate the process of assessing HIQ especially
when it comes to accuracy and completeness where external knowledge is required.
Price and Hersh (1999) were the firs to attempt to automatically identify health web
pages that have high-quality indicators. They used a simple rule-based system that checks
for the existence of simple features as quality proxies. Relevance, credibility, bias, content,
currency, and the value of page links were included as quality proxies. Their system used
heuristic scoring functions to distinguish undesirable health web pages from desirable ones.
The dataset comprised 48 webpages that covered nine medical topics that were regarded
as desirable or undesirable by an investigator. They reported that their system performed
well in separating desirable and undesirable health web pages. However, there is no clear
information about the detailed evaluation process and the results they obtained.
Gaudinat et al. (2007) presented a machine learning method for categorising health
documents based on the HON code principles. For the training dataset, they used more than
5,000 HON code accredited websites in four different languages (English, French, Spanish,
and Italian) that represent over 1,200,000 web pages as positive examples. The paragraphs of
these documents that demonstrate criteria related to the HON principles were extracted with
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the help of human experts to create nine different training sets, one for each criterion. These
paragraphs were further segmented into sentences using regular expressions based on HTML
tags and punctuation marks. As features, they used word n-grams, word co-occurrences with
and without stopwords and stemming. Within each sentence, three elements were used: term
frequency, inverse term frequency and length normalisation. Naïve Bayes, Support Vector
Machines (SVM), K-Nearest Neighbour (KNN), and Decision Trees were used as machine
learning algorithms. The combination of features that produced good results in the English
dataset were used for the other languages. However, this research studied how to categorise
manually extracted paragraphs related to eight principles into these eight classes. First, it
requires manual intervention from experts to extract which part of the document relates to
what principle. Second, all the examples are positives, and it tells nothing about whether
the principles exist or not. It is only a categorisation task, and it does not check whether a
principle is covered by the document or not.
An extension to this work was done by Boyer and Dolamic (2014) in which they tried to
detect the trustworthiness of health websites according to the HON code criteria using Naïve
Bayes and SVM machine learning algorithms for classification. In this study, the authors
used documents as units for classification instead of sentences. The number of documents
varied from 872 for the “justifiability” criterion to 2861 for the “contact details” criterion.
The authors used different features such as single words, two conjunct words and word
co-occurrences (the last two were combined and used as single features) after extracting the
stem of the words. Separate classifiers were built for each criterion to allow separate detection
of each one of them. Further, feature reduction was also utilised. The authors showed that
feature space could be reduced by 70% without significant performance degradation. The
results show that SVM outperformed Naïve Bayes especially with criteria considered to be
difficult.
Boyer and Dolamic (2015) further tested their system against 27 websites manually
annotated in terms of HON code by experts in their field. They followed the same procedure
as in (Boyer and Dolamic, 2014) by considering the whole pages as classification units.
However, for privacy and date criteria they used sentences as units of classification because
of the high number of false negative they had when using webpages. They reported that
their system performed the most poorly when trying to detect the “justifiability” criterion.
The authors further evaluated their system on 36 websites and tested the performance of
detecting the HON code criteria to check the level of agreement between the system and the
experts. These websites were manually evaluated by three HON code senior reviewers. The
researchers also tried to use character n-gram tokenisation as alternative features to single
words and word stems in another study and they concluded that although single words and
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word stems performed better, using n-grams works well when recall is important (Boyer
et al., 2015).
Wang and Liu (2007) developed a tool for detecting HIQ indicators for automatically
evaluating the quality of health information. Seven categories of criteria were used; namely:
authority, source, currency, content, disclosure, interactivity, and commercialisation. Under
each category, different criteria were classified. A total of 15 different criteria were used.
Then they defined multiple measurable indicators for each criterion. Three datasets were
collected on three queries, viz. acne, melanoma, and skin cancer. The reported results
reached 93% and 98% for recall and precision, respectively. Wang and Richard (2007)
further proposed a rule-based method for detecting health information criteria by analysing
the structure and the content of health webpages. They defined measurable indicators for each
criterion with the indicator value and the expected location within a webpage. Using regular
expressions, the expression pattern of each candidate line is identified after being extracted
by matching the indicator value with the webpage content. However, when evaluating the
system, they did not attempt to evaluate the performance of each criterion individually;
instead, they evaluated the overall accuracy of all the experimented criteria. In addition,
the datasets used were very small (less than 30 webpages in each dataset), and they have
to be loaded in DOM (Document Object Model, an HTML parser) trees in order to obtain
the HTML structural information; otherwise, evaluation would not be possible. It is worth
mentioning that for the two above-mentioned studies, only technical quality criteria indicators
were identified and there were no attempts from the researchers to evaluate the quality of
content of the information within the webpages.
Aphinyanaphongs et al. (2007) used machine learning techniques to categorise web
pages with unproven claims for cancer treatments. To collect a dataset they searched for
eight unproven dubious cancer treatments and then labelled a total of 191 webpages with
unproven claims as positive (93 web pages), and the others were labelled as negative (98 web
pages). They trained an SVM classifier with 10-fold cross-validation and used words’ stems
as features. However, apart from using a small dataset, their judgements are questionable
as they used Google ranking and an unvalidated heuristic detection tool to compare the
performance of their system. As an extension to this work, Aphinyanaphongs et al. (2013)
further used a regularised logistic regression classifier in addition to the SVM classifier and
tried feature selection techniques to reduce the number of features used. They reported
improved accuracies in comparison with the previous method.
Sondhi et al. (2012) tried to automatically assess the quality of medical web pages by
classifying them as being reliable or not based on the information they contain and the
features they have. They used different types of features such as page rank, links, and
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commercial features. They collected a dataset according to the HON accreditation. A set
of webpages that were accredited by the HON foundation were used as the positive sample
set, while for the negative set they used general and advertisements webpages that failed the
HON reliability criteria. However, no information is available about the rank of the retrieved
webpages within the search engine results, especially the negative ones and the bias when
collecting them. For classification, SVMs were used to train their system with different
combination of feature sets, they evaluated it using 5-fold cross-validation, and the reported
results were high.
Xie and Burstein (2011) proposed an approach based on adaptive attributes to assist
informed judgements for the task of assessing the quality of online information resources.
They targeted cancer health information portal’s content management system. Their approach
uses machine learning techniques to predict the values of resource quality attributes after
learning SVM classifiers from previous value judgements encoded in the descriptions of
resource metadata. Five attributes were included in the study, namely: attribution of sources,
balance, publisher credentials, purpose, and review process. However, their work has some
drawbacks. Firstly, they used a semi-automatic method which first predicts the value of
each attribute as suggestions that is then need to be approved by experts. Secondly, their
method used metadata as input that has been already annotated (they did not use the original
documents). Thirdly, some other criteria were excluded from the study, such as the evidencebased attribute. Moreover, the metadata is considered consistent as being produced in the
same format by a single source (the BCKOnline portal www.bckonline.monash.edu.au) that
recommends trusted resources complying with specific features and checked by experts.
Readability Assessment
Readability is a metric used to assess general written text in terms of reading ease. It is
considered as an evaluation parameter when assessing health information in particular. It
measures how health information is comprehensible by lay people. Readability metric is
used a lot in medical leaflets and was suggested that for a patient information leaflet to be
understandable by 75% of the population it must be easily read by a level equivalent to sixth
grade (Brosnan et al., 2012).
Many studies assessed the readability of the text using existing readability test measures.
According to the survey of Zhang et al. (2015), the most frequently used instrument for
assessing the readability of health text is Flesch-Kincaid (F-K) (Kincaid et al., 1975), a
readability test that measures the readability of a given text. It uses different criteria to assess
the readability of text, including syllable, word, and sentence lengths. There is an older
version of the Flesch-Kincaid readability score called Flesch Reading Ease (FRE) (Kincaid
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et al., 1975). Another widely used readability score is the Simple Measure of Gobbledygook
(SMOG) (Mc Laughlin, 1969). It estimates the years of education needed to understand
a piece of writing. Hedman (2008) used SMOG to assess the readability of health-related
materials. Cheng and Dunn (2015) assessed the readability of more than two hundred and
fifty health webpages on twelve common health conditions to determine if they matched the
average reading level of Australians. The readability of the webpages was evaluated using
the Flesch-Kincaid, SMOG, and FRE formulas. The researchers found that the readability of
the studied health websites was above the average Australian’s reading level.
Several studies used the above-mentioned metrics to assess the readability of online
health contents. For instance, Hamwela et al. (2018) used FRE and Flesh-Kincaid to evaluate
the readability of websites that contain information relating to malaria in pregnancy. The
researchers concluded that the readability of the evaluated websites was too advanced for an
ordinary consumer. Thompson and Graydon (2009) and Kaphingst et al. (2006) evaluated
the average reading level of health websites and have shown that the average reading levels
are 10.07 and 12.8 using Flesch-Kincaid and SOMG, respectively, in the sample websites
they studied. Other studies concluded that online health information was above the expected
reading level (Berland et al., 2001; Graber et al., 2002). Therefore, such information is not
accessible to people with lower literacy (Yaqub and Ghezzi, 2015).
There is no regular correlation between readability and the indicators of trustworthiness
(Yaqub and Ghezzi, 2015). According to the study of Kaicker et al. (2010) in which
they evaluated 161 websites related to chronic pain using the DISCERN instrument as a
trustworthiness indicator, and also assessed the readability of those websites of using the
Flesch-Kincaid readability measure. The researchers concluded that websites with high
DISCERN scores provided commercial solutions for conditions related to pain whereas
websites where the readability levels were low usually display health seals of approval.
Sometimes a low level of readability is linked to the presence of many unexplained
technical terms in the documents and several studies have focussed on the familiarity of a
words as an indicator (Louis, 2013). Elhadad (2006) studied the readability of technical
terms in the medical domain using a corpus-based frequency count method. The author
tried to automatically identify medical terminologies that would be unfamiliar to unqualified
readers and provided definitions from the web to the reader. Some researchers used the
sentence level, which is reasonable and worth testing in health text, while some others used
the word length, or sometimes both. According to most of the existing readability formulas
like Flesch-Kincaid, SMOG and FRE, the longer the word is, the more difficult it is. This
might not always be applicable in the medical domain as many long medical terms could
appear in any health context.
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However, to shed light on one aspect of assessing the understandability of health texts,
one would want to emphasise that the retrieved health information returned by a search
engine should be easily understood. The retrieved information could also be tested for the
presence of unfamiliar terms and whether these terms are clearly explained or if only experts
in the field can comprehend them. This, with other pre-existing readability rubrics, could be
utilised to evaluate the readability of health documents so that it would make it easier for
ordinary people to understand the retrieved text when looking it up online.

2.2

Technical Background

In this section, a general technical background on the techniques used to achieve the experimental part of the work in this thesis is presented. It mainly includes some background
information on NLP and machine learning.

2.2.1

Natural Language Processing

Natural language processing (NLP) is an area of artificial intelligence (Russell and Norvig,
2016) that enables computers to interact with human (natural) languages. NLP deals with
how computer programs process large amounts of natural language data that are usually in
the form of speech or text. There are many techniques of NLP that have been proposed and
used to analyse text contents; these could be rule-based or statistical-based. The latter have
proved to be effective in many real-world applications (Alpaydin, 2009).
Rule-Based Methods
Rule-based methods involve a human-crafted set of rules based on knowledge of the problem.
They can achieve high accuracy, and they require knowledge and relatively expert human
labour with no much data (Chiticariu et al., 2013). A rule-based learned model is represented
as a set of IF-THEN rules. To improve system quality, many rules need to be added, and
this might lead to a very complex system. These rules can be used to perform different
tasks including classification and regression. In order to determine the satisfaction of NLP
rules and because the data is in the form of text, regular expressions can be used to set such
rules. Advantages of rule-based methods include understandability and maintainability in
addition to the possibility of directly transferring domain knowledge into rules (Chiticariu
et al., 2013).
A regular expression is a sequence of characters that defines a matching pattern. It is
used in searching text and extracting textual information that follows specific patterns. A
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Table 2.6 Examples of regular expressions
RegExp

Meaning

ˆexp

a string that starts with “exp”.

tion$

a string that ends with “tion”.

xy?

an x that might be followed by a single y or not.

[0-9]{2}%

a string that has exactly two digits followed by a percent sign.

[A-Z]+

A string of capital letters of any length.

.{0,5}

Any string of zero to 5 characters.

regular expression character could either be a metacharacter that has a special meaning
and looks for a specific pattern or a regular character that has a literal meaning (Aho and
Ullman, 1972). The metacharacter ‘?’, for instance, indicates zero or one occurrence of
the preceding character (or set of characters), while ‘z’ represents the regular character z.
Therefore, the regular expression ‘z?’, for example, could mean ‘z’, ‘za’, ‘zb’, ‘z0’, ‘z ’,
etc. Metacharacters and literal characters can be combined together to identify text of a
certain pattern. These patterns could be exact or fuzzy matches that can be controlled with
the help of metacharacters. Table 2.6 shows some examples of regular expressions and their
meanings.
Statistical Methods
An NLP method is considered statistical if it uses concepts of statistical theory or if it involves
the concept of probability or related notions such as entropy (Nivre, 2001). A statistical
language model is built over sequences of words by using a probability distribution that
assigns probabilities to word sequences. Statistical language models are used in many NLP
applications such as spell checking, machine translation, speech recognition, natural language
generation, part-of-speech tagging, and information retrieval.
A widely used NLP technique is language modelling (LMs). They can be build by finding
the probabilities of consecutive n words (characters in case of character language models) in
a corpus; these are referred to as n-gram language models. Many language model toolkits
are used to build statistical language models. Among these is the SRILM Toolkit, which is a
toolkit for building and applying statistical language models, and was initially developed for
speech recognition, statistical tagging and segmentation, and machine translation (Stolcke,
2002). There are some other existing LMs generation toolkits such as Python NLTK toolkit
(Bird et al., 2009). Using such toolkits, n-gram language models can be generated. The
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language models usually consist of uni-grams, bi-grams and tri-grams etc. Language models
are usually used by machine learning algorithms as textual features in the learning and testing
phases.
Information Extraction
Information extraction (IE) is a subarea of NLP. It is concerned with processing large amounts
of text (known as corpora), documents and databases. IE is referred to when processing
free, unstructured textual documents to extract relevant and semantic or even structured
information by creating machine-readable text. IE has been used in many domains and
applications including the medical domain. For instance, it has been used to identify protein
names in biological papers (Fukuda et al., 1998), and also to extract medical information
from reports(Hahn et al., 2002).
NLP Tasks
The following are some generic tasks and techniques of NLP:
Tokenisation. Tokenisation is a technique that is used to split the text into a set of elements such as words and punctuations that are referred to as tokens (Miner et al., 2012).
There are different levels of tokenisation and documents can be either broken into paragraphs,
sentences, or individual words.
Named entity recognition. One of the common NLP tasks, IE in particular, is named
entity recognition (NER) (Nadeau and Sekine, 2007). In NER, entity names in a given text
are classified into predefined categories. These categories can be people’s names (e.g. ‘Sam
Rayan’), locations (e.g. ‘London’), organisations (e.g. ‘Brighton University’) etc. They
could be recognised by using hand-crafted heuristic rules or machine learning approaches
(Nadeau and Sekine, 2007).
Part of speech. Part of speech tagging (POS) is a task of assigning grammatical categories
(tags) to words in a given text. (e.g. ‘go’: verb, ‘machine’: noun, ‘excited’: adjective, ‘on’:
preposition, ‘heavily’: adverb etc.). POS tagging has been widely used in many applications
concerned with analysing text syntactically at word level and it is useful for linguistic analysis
(Aqel and Vadera, 2013).

30

Background and Related Work

Lemmatisation. Lemmatisation concerns with grouping different forms of a given word
w into a single word known as lemma that represents the lexical root of w (Perkins, 2010).
For example, the forms ‘go’, ‘went’, ‘going’ and ‘gone’ are all treated as ‘go’.
Stemming. Stemming is a technique for removing affixes from a word, after removing
their affixes the word w ends up with what is called the stem (Perkins, 2010). For instance,
the stem of ‘eating’ is ‘eat’. Unlike lemmatisation, a word stem might not always be a
meaningful word in the dictionary. The stem of the word ‘beautiful ’, for example, is ‘beauti’,
which has no meaning.
In this thesis, many of the above-presented NLP techniques will be utilised to find to
what extent they could improve the measurement of information quality in online health
documents. I will be investigating whether NLP can be used to improve measuring the
existing metrics, and further to measure new content-based metrics not currently accessible.

2.2.2

Machine Learning

Machine learning techniques are algorithms that learn from given data and then make
predictions or decisions on what they have learnt on new unseen data. They can be supervised,
unsupervised, or sometimes semi-supervised algorithms. The supervised algorithms learn
from labelled data, usually referred to as training data that has predefined labels or classes.
When tested on unseen data they try to label them, that is to assign each data sample to one
of the predefined classes. The unsupervised algorithms have no predefined classes or labels,
instead, they try to predict the classes and cluster data into those classes.
Machine learning is employed in a range of applications; an example of such applications
is email filtering, where received emails are classified into spam and legitimate emails, and
even classifying the legitimate emails into different categories such as social, promotion,
etc. Other applications of machine learning include image recognition, detection of network intruders, medical diagnosis, speech recognition and computer vision. In this thesis,
classification supervised learning is mainly utilised to classify health webpages based on
whether they satisfy different quality criteria. The following are some of the machine learning
classification techniques that have been used in the experimental work:
Naïve Bayes. The Naïve Bayes classifier is based on Bayes theorem (Ghazanfar and
Prugel-Bennett, 2010). It is simple and often outperforms more sophisticated classifiers
(Rish, 2001). It is suited when the dimensionality of the inputs is high, and it is reasonable to
assume independence between the features. It is widely used in machine learning applications
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especially in natural language processing and text classification. The algorithm tries to
maximise the probability for a set of features to belong to class k from a set of K different
classes.
Naïve Bayes classifier is given by the following formula (2.1). The function h(x) tries
to assign a class label yk to any of the predefined classes given a set of n features, where
p(xi |yk ) is called the maximum likelihood and a prior p(yk ). The algorithm tries the maximum
probability for a set of features to belong to class k from a set of K different classes.
n

h(x) = max

p(yk ) ∏ p(xi |yk )

(2.1)

i=1

K-nearest neighbour. The K-nearest neighbour (KNN) classifier is considered as one
of the simplest machine learning classification algorithms (Tan, 2005). KNN requires no
explicit training; it just uses the training examples to classify the new unseen ones based on
their similarity. Each sample is represented by its multi-dimensional feature space position,
and the distance between any two instances represents their similarity. This distance can be
computed using many different metrics such as Euclidean distance, and Manhattan distance.
Decision Trees. Decision trees (DTs) are tree-like structures that can be used in classification tasks. They have the same concept of rule-based systems, and they can cover more
context and enable flexible feature representations. DTs are very easy to explain and can be
easily interpreted and displayed graphically (especially if small). However, DTs generally
are not as accurate as some other classification methods and usually suffer from overfitting
(James et al., 2013). In a decision tree, leaves represent outcome class labels while branches
represent testing features or combinations of features that lead to these class labels.
Random Forests. A random forest (RF) is an ensemble learning method (these methods
use multiple learning algorithms to obtain better performance than could be obtained from
any of them separately) that can be used for classification as well as regression. In a classification task, a RF works by constructing multiple decision trees when training and the
output class is determined by majority voting the resulting classes of the individual trees (Ho,
1998). The randomness comes from the way each decision tree in the forest is constructed as
each one of them considers a random subset of features and is trained on a random set of
the training samples (Breiman, 2001). This increases the diversity in the forest leading to
more robust overall predictions and helps to overcome the problem of overfitting when using
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a singles decision tree, and with more trees added, the tendency to overfit generally decreases.
Support Vector Machines. Support vector machines (SVMs) (or Support vector networks) are sets of related supervised learning methods used for classification and regression.
Given a set of training samples S, each to be classified as a binary class 0 or 1, the SVM
algorithm builds a model that predicts whether an unseen sample belongs to the 0 class or
the 1 class (Cortes and Vapnik, 1995). Intuitively, an SVM model represents the samples as
points in space and tries to cut the space into two halves, so that the samples of the separate
classes are divided by as wide a gap as possible. Any new unseen sample can be mapped
onto that space and can be predicted to be one of the two classes based on the half that this
sample falls in. SVMs are widely used in several machine learning applications due to their
classification accuracy; they have been proven to be highly effective at text categorisation
tasks and outperforming Naive Bayes in general (Joachims, 1998). Unlike other predictors,
SVMs can separate nonlinearly separable data using the concept of hyperplane separation
on data. They map predictors onto a higher dimensional space so that they can be separated
linearly (Cortes and Vapnik, 1995).
Neural Networks. Neural Networks (NNs) are among the most effective machine learning
algorithms (although more complex to train) that provide a flexible and robust approach
for approximating real-valued, discrete-valued, and vector-valued target functions. A NN
model is constructed from a set of connected input/output units that are known as artificial
neurons. These units exploit a computational model for information processing (Mitchell,
1997). When processing the data (through input units), the weights of network units are
adjusted to produce the desired response by the output unit(s). The output value of each unit
is calculated by using different versions of activation functions.
Several types of NNs versions have been developed including Multilayer Perceptron
(MLP) (also known as feed-forward neural networks), General Regression Neural Networks
(GRNN), Radial Basis Function Networks (RBF), Probabilistic Neural Networks (PNN),
Recurrent Neural Networks (RNN), Convolutional Neural Networks (CNN), etc. (Ozyildirim
and Avci, 2013). NN models have been applied to a wide range of applications including
e-mail classification, sentiment analysis, image recognition, image classification, spam filtering, etc.
Logistic Regression. Logistic regression (LR) is a very simple linear regression model
for supervised learning. Like other linear regression models, it is used to predict a quantitative
response Y from the predictor variable X, and they are built with an assumption that there’s a
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linear relationship between X and Y. When using linear regression models for classification
values above a certain threshold are assigned to one class while the other values are assigned
to the other class. Although simple, linear classifiers are efficient and have been successfully
used in many text classification tasks (Yuan et al., 2012); they are also fast especially when
the number of features is high.
In this thesis, supervised learning algorithms will mainly be used to learn classifiers from
pre-categorized examples (mostly criteria classification such as classifying health webpages
according to the type of intervention they recommend, i.e. EBM or non-EBM) so that they
assign unseen samples (the test set) to those categories automatically. A number of different
machine learning techniques will be used for the experiments such as multinomial Naïve
Bayes, K-nearest neighbour (KNN), support vector machines (SVM), logistic regression,
Random Forests (RF) and multilayer perceptron (MLP).

2.3

Research Gap

The above-presented literature review in Section 2.1 confirms that HIQ is problematic and
has shown that it is difficult to govern online health information due to the nature of the
web. It has also been shown that many quality instruments for assessing health information
exist and that these instruments, although sometimes having common quality criteria, look
at information quality from different perspectives and the criteria they look at are usually
different. Therefore, there is a lack of a well-defined quality instrument that can be used
to evaluate online health information. Moreover, the existing quality criteria used in these
instruments have not been comprehensively studied and analysed to determine which the
most important criteria are, and also what users consider when seeking health information
online. This will have a significant impact especially if a quality framework for assessing
online health information is to be designed, which is desirable. This will also influence
the criteria that should be considered when designing automatic models to evaluate health
information on the web. Furthermore, there is a gap in the research as regards what quality
metrics are amenable to automatic assessment and what techniques can be used to assess
them.
Moreover, the proposed automatic methods that have been discussed in Subsection 2.1.2
are neither comprehensive (did not cover all quality criteria) nor well developed and tested
(unclear evaluation and small datasets were considered). Furthermore, suitably annotated
datasets according to the different criteria are lacking. Such datasets are essential when
developing automatic methods and evaluating them. In addition, not all the presented
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methods were fully automatic, and much manual intervention is required. As a consequence,
well-designed models to assess the quality of online health information based on the most
significant quality criteria need to be proposed, developed and evaluated.

2.4

Summary

In this chapter, a background to the problem of assessing HIQ has been introduced, and
some studies that addressed the problem of HIQ online have been discussed with a focus on
some of the most well-known instruments used to evaluate the quality of health information.
The automatic methods for assessing the quality of online health information have been
extensively looked into with the criteria that have been addressed and the techniques that
have been utilised. In addition, a general technical background on NLP and machine learning
has been presented with a focus on the techniques that have been utilised in the experimental
work of the thesis. The chapter was concluded with a discussion on the research gap that the
work in this thesis aims to fill.

Part II
Methodology and Data

Chapter 3
Research Methodology
This chapter describes the research methodology used to accomplish the objectives of this
thesis. It starts by describing a method (using a survey questionnaire) to identify health
information quality criteria that users consider when seeking health information online. The
chapter also describes the proposed methods to assess the identified criteria. This includes
collecting data for the experiments, proposing suitable methodologies and evaluating their
performance. Although the following chapters have their directed methodologies, this chapter
discusses the general methodology used to conduct the research covered in this thesis.
The chapter is structured as follows: first, I discuss the process in which the quality
criteria are identified. Next, I briefly discuss data collection and preparation needed for
the different studies in this thesis. Then, I generally discuss the features that could help to
identify indicators of the quality criteria. After that, I discuss the proposed automatic models
used to detect such indicators. Finally, I discuss how these models are evaluated and the tools
that are going to be used in the experimental work.

3.1

Introduction

The primary objective of this research is to address the problem of assessing the quality
of online health information automatically using natural language processing (NLP) and
machine learning techniques. In order to accomplish this objective, an appropriate research
methodology design is required. The research uses mixed methods to accomplish its objectives (quantitative and experimental). As has been discussed in Chapter 2, there has been
much work on developing quality instruments (such as JAMA, HON, and DISCERN) that
use a range of quality criteria to evaluate online HIQ. However, these instruments use distinct
evaluation metrics and were developed for different purposes. As a result, a first major
objective of this thesis is to identify the acceptability of these quality criteria, taking into
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consideration the users’ perspective. The outcome of this direction of study is to establish
measurement criteria for evaluating online health content that can be used for the automatic
assessment.
In order to assess the quality of online health information automatically, different methods
to evaluate health documents based on their contents will be proposed using NLP and machine
learning techniques. These methods will be implemented to make decisions about whether
webpages or documents containing health information are reliable or not based on a set
of features. Specialized and annotated corpora are required in order to achieve this task;
therefore, suitable datasets have been collected and prepared for this purpose. These datasets
will be analysed using NLP techniques and textual features that identify quality criteria will
be extracted and investigated. Machine learning techniques will be used to learn from such
features in order to evaluate health documents and achieve the ultimate goal of providing
reliable health information to allow users of a wide range of abilities to make informed
decisions about their health needs.

3.2

Analysing HIQ criteria

The aim of this research is to assess the quality of online health information automatically
using a set of criteria. As many criteria have been proposed in the literature for this purpose,
this study investigates how acceptable the users find them. Hence, the following research
question can be formulated to address this problem:
• What are the criteria that most influence the quality of online health contents?
This question can be broken down into the following sub-questions:
1. What criteria do consumers value the most?
2. Are there any differences between consumers from different backgrounds?
In order to answer this question, a quantitative method will be employed to help to
identify the criteria that influence the quality of online health contents. These criteria should
be tangible, measurable, and detectable by implementable computer algorithms, and the core
outcome of this investigation will be a list of criteria ordered by their importance to the users.
Quality dimensions may also be identified by grouping criteria into meaningful categories
for the purpose of generalising automatic methods that can be applied on categories rather
than on individual criteria.
To find these criteria, a survey questionnaire was designed which attempts to develop a
conceptual framework and to assess respondents’ perception of HIQ. In the survey, relevant
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quality criteria were identified based on the existing literature on HIQ and the instruments
described previously in Tables 2.4, 2.3, and 2.5 (JAMA, HON and DISCERN) as well as
standard IQ categories listed in Table 2.1 taken from previous literature on IQ (Wang and
Strong, 1996). General criteria were also included such as correct spelling and grammar,
the importance of the presence of multimedia and the ranking of the webpage by the search
engine. These were formed into ‘trust’ questions and added to the questionnaire. Other
questions related to the content of the websites were also added, such as whether the website
explains disease symptoms, therapies, their side effects etc.
In addition to questions related to quality criteria, other questions that look at users’
behaviour in looking up health information online were also included such as the type of
search engines, users’ experience with internet searching and the devices they use to seek
health information. These were not used in this thesis, but might be useful to study other
factors related to users’ attitudes towards online health information. The motive behind
asking various questions in the questionnaire is to explore the criteria and factors which
users consider when seeking health information online. The questions that were used in the
questionnaire were multiple-choice questions (mainly Likert scale). This was to make it
easier and less tedious for the respondents to answer the questions and to make the analysis
easier too (Dillman, 2011).
Online surveys can be time and cost efficient and access large geographical areas and
distributed populations (Lefever et al., 2007). Hence, the questionnaire was published online
using Google forms and promoted using social media such as Twitter, Facebook and via
email, including students and staff at the University of Brighton and students at the Brighton
& Sussex Medical School. A total of 329 responses were recorded in the period 1/2/2017 –
16/6/2017. The questionnaire was approved by the Research Ethics Panel of the School of
Computer Engineering and Mathematics at the University of Brighton.
The responses were used to rank the different criteria for their importance in trusting a
website and to identify patterns of criteria using hierarchical cluster analysis. Details on the
questionnaire design, the analysis and ranking results are described in Chapter 5.

3.3

Data

NLP is concerned with the interactions between computers and human (natural) languages, in
particular how computers process and analyse large amounts of natural language data (Kumar,
2011). As we are dealing with health web documents, the type of data used in this research is
mainly text. A dataset of natural language is referred to as a corpus (Pustejovsky and Stubbs,
2012). A text corpus (plural corpora) is a large and structured set of text documents, possibly
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annotated/labelled manually or automatically (Wynne, 2005). A dataset annotated with the
same specification is referred to as an annotated corpus (Pustejovsky and Stubbs, 2012). In
this thesis, the terms corpus and dataset are used interchangeably.
Annotation is processed to make corpora more useful for doing linguistic research
(Svartvik, 1992); it can be performed at different levels of granularity including word, sentence and document level. Word-level annotation examples include part of speech tagging
(POS), lemmatisation and named entity recognition (NER). Example of annotation at the
sentence level includes labelling sentences as being passive or active (Pang and Lee, 2004)
and also sentence level sentiment labelling (Arulmurugan et al., 2017). Document-level annotation examples include spam filtering (labelling emails as either spam or ham) (Guzella and
Caminhas, 2009) and sentiment analysis (such as positive and negative tweets) (Kouloumpis
et al., 2011).
Specialized and annotated corpora are required in order to achieve the goal of this
research. Suitable datasets have been collected and used for the purpose of assessing the
quality of health information on the Internet. These datasets were analysed using NLP
techniques in order to identify useful dimensions of HIQ. Textual features that identify such
dimensions were extracted and investigated using NLP techniques. As there are different
methods designed to achieve the goal of this research, the different collected datasets were
annotated differently to suit these tasks. Chapter 4 lists, in detail, all the collected and used
datasets and how they were annotated.

3.3.1

Preprocessing

As the sources of the datasets were heterogeneous, it was necessary to preprocess them.
Preprocessing is a common practice used in data mining in order to prepare raw data to be
used by machine learning algorithms. Data preparation and cleaning were used to remove
irrelevant data and to ensure that all data samples within each dataset are consistent.
Multiple and varied preprocessing steps were utilised such as setting up the corpora
to be saved into separate files with the corresponding labels (in some cases this required
extracting the labels from structured websites (see section 4.5)). This also includes cleaning
webpages text of HTML and web scripts as well as other unrelated text such as advertisements.
Other preprocessing steps were also performed where necessary. For example, removing
punctuation marks and stopwords such as ‘a’, ‘the’, and ‘is’ from the text before applying
any feature extraction method.

3.4 Features

3.4
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Features

Health web documents have many features (individual characteristics of the documents for
machine learning algorithms to learn from) and properties that when extracted and used can
be useful in evaluating HIQ. Such features are used by machine learning algorithms to learn
from in order to classify documents or identify the existence indicators of quality criteria.
Commonly, they need to be extracted from a training set and fed to the machine learning
classifiers to train on. The classifiers/models try to learn from the given class labels how
features differ from one class to the other(s). The learned models can then be used to classify
unseen documents based on the extracted features from them into the proper class.
Below is a list of some of the features that were studied when performing the experiments
in this thesis. They are mostly text-based features that can be used in the health domain
context. Different features were extracted in the experiments including text-based features
and domain-specific criteria.

3.4.1

Text-Based Features

Text-based features are frequently used in this kind of analysis (Indurkhya and Damerau,
2010). From their textual nature content, web documents contain a number of text-based
features that can be used as indicators. These features capture simple, frequently occurring
linguistic concepts and relationships, and formal properties. The following is a list of
common text-based features.
1. Number of characters in a document
2. Number of words in a document
3. Vocabulary richness ratio (number of unique words in a document)
4. Number of sentences in a document
5. Number of paragraphs in a document
6. Average word length in a document
7. Average sentence length in a document
8. Frequency of words in a document
9. Term Frequency-Inverse Document Frequency (TF-IDF) (frequency of a word in a
document multiplied by the inverse word frequency in the entire documents)
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10. Character n-grams (sequences of n character occurring in the text)
11. Word n-grams (sequences of n words occurring in the text)
12. Word lemmas
13. Word stems
14. Part Of Speech tags (POS)
15. Number of capital letters
16. Number of punctuation marks
17. Spelling accuracy of the document content
18. Grammar accuracy of the document content

3.4.2

Domain-Specific Features

Domain-specific criteria can also be used as features. Some of them are considered as
well-known criteria for measuring health information quality such as those used in JAMA
and HON instruments. The following are some of the domain-specific features of a web
document that one can consider when assessing its quality. Oroszlányová et al. (2018) used
some of them to investigate the influence of web document characteristics on their quality.
1. The author of the content
2. The date of the writing/updating the content
3. Financial/ownership disclosure
4. Source of attribution (whether the content discloses its sources of information)
5. Hyperbole (biasness of the content ) whether the content offers quick and easy solutions
to the health problem with exaggerated words (like a miracle cure)
6. Understandability (whether the content is easy to understand, i.e. minimises jargon
and technical terms)

3.5 Predictive Models
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Other General Features

There are some other general properties of web pages that can be used as features to evaluate
the quality of health content. The following are some of these general features.
1. Readability (whether the content is easy to read)
2. The number of advertisements on the webpages
3. The number of internal links to webpages within the same website.
4. The number of external links to other websites
5. The website domain (.gov, .edu, .org, .com, etc.)

3.5

Predictive Models

Different methods to evaluate health documents based on their contents will be proposed using
NLP and machine learning techniques. These methods can be implemented as predictive
models to make decisions on whether web documents satisfy a set of quality criteria. Here,
The focus of the research is on the following question:
• Can NLP and machine learning techniques improve the measurement of information
quality in online health information?
Which can be broken down into the following sub-questions:
1. Which current information quality criteria can be assessed using NLP techniques?
2. Can new NLP-based features be identified to help assessing HIQ?
3. How can we devise machine learning based NLP algorithms that measure textbased Information Quality dimensions to assess the quality of text in the health
domain?
4. Can the used techniques give us insight into subjectively measuring health content
reliability?
To answer these questions, predictive models are proposed to detect quality indicators
based on some features like the ones mentioned above. First, textual features that can
identify useful indicators of health information quality are extracted using NLP techniques.
Afterwards, machine learning predictive models are used to learn from such features in order
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to predict the presence of quality criteria in the health documents and achieve the goal of
assessing health information.
In this research, assessing each criterion is described as a separate task, and this is fundamentally designed as a binary satisfaction problem (generally known as binary classification
in ML). An example of such tasks could be the identification of whether a webpage recommends an EBM (a positive class) or non-EBM medicine (a negative class). Then for each
task, either rule-based or machine learning methods are proposed to identify the satisfaction
of each criterion.

3.5.1

Rule-Based Models

Rule-based methods involve a human-crafted set of rules based on knowledge of the problem.
A rule-based learned model is represented as a set of IF-THEN rules. These rules can be used
for classification. In this research, textual data will be used. As a result, regular expressions
will used to define rules that will be used to detect if there are patterns in the text that match
said rules.
A regular expression (regexp for short) is a special text string that can be used for
describing a search pattern (Jurafsky and Martin, 2014). It is a notation to allow specifying a
generalised pattern to match when searching text and it can make finding information a lot
easier. It can be used to match, for example, any arbitrary email address or phone number.
Therefore, using a regular expression, a text document can be scanned to extract all the email
addresses and phone numbers contained in it.
Rule-Based methods will be used to detect the presence of metadata criteria (intrinsic
criteria that do not require an expert to assess them) in health webpages and will be applied
to detect the four JAMA criteria discussed previously. Regular expressions will be utilised to
find indicators of these criteria. Details on using this approach to detect the JAMA criteria is
explained in Chapter 6.

3.5.2

ML-Based Classification Models

In earlier times, many NLP tasks usually involved the direct handcrafting of rules (Schank
and Abelson, 2013). This is not generally robust to the variations of natural languages.
Using statistical inference (as applied by most machine learning algorithms) to automatically
learn such rules proved to be more efficient (Sebastiani, 2002). This is achieved through the
analysis of large corpora of text (commonly a set of documents annotated by humans).
Classifying health documents based on their contents is performed using NLP and
machine learning techniques to build (or ‘train’) ‘classifiers’ such as support vector machines
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(SVMs) and decision trees (DTs). After being trained, these classifiers are used to make
decisions about whether webpages or documents containing health information are reliable
or not based on a set of features extracted for a specific task.

Fig. 3.1 Classification models are trained on the extracted features from the training sets then
tested on new unseen documents to predict the satisfaction of each criterion.
A model needs to be trained on these extracted features so that it knows from the class
labels provided how positive class features differ from the negative ones. From the training
phase, the learned model can then be used to classify unseen documents based on the features
extracted from them into the proper class. Different features and machine learning techniques
will be investigated. Figure 3.1 shows the training and testing phase of a general proposed
classification model.
Machine learning models will be used to predict the satisfaction of quality criteria in
health documents based on extracted textual features. Different machine learning algorithms
with varying features will be used in this thesis. Details on using machine learning classifiers
to predict the satisfactory of varies quality criteria are explained in Chapters 7 and 8.
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Model Evaluation
Performance Measures

Different metrics are used to measure the performance of automatic systems. In this context,
and as we are evaluating the quality criteria separately, we would like to predict the presence
of each of these criteria. In other words, we would like to either find whether or not a
web document satisfies a specific criterion. Therefore, there are two classes, which we can
refer to as ‘positive’ (where the criterion is satisfied) and ‘negative’ (where the criterion is
unsatisfied). Classifying a given set of webpages into these classes based on the satisfaction
of a given criterion will result in two outcomes, the number of positives and the number of
negatives, which add up to the total number of webpages. In order to evaluate the system
(we will refer to it here as the predictor), this output needs to be compared to a reference
classification (the ground truth value, or gold standard).
Suppose the criterion within the webpage is satisfied, and the predictor correctly says it
is positive. We refer to this as a true positive (TP). If, however, the criterion is satisfied, but
the predictor incorrectly says it is negative, we call this a false negative (FN) (also referred
to as type II error) (Peck and Devore, 2011). The other two cases will take place if the
criterion within the webpage is unsatisfied. Here, if the predictor says it is positive we call
this a false positive (FP) (also referred to as type I error) (Peck and Devore, 2011). The last
case results in a true negative (TN) (if the predictor correctly classifies it as negative). The
outcome on the whole set can be determined and shown as a 2×2 confusion matrix (see Table
3.1), conventionally with the actual values on the horizontal axis and the predicted outcomes
on the vertical axis. The confusion matrix helps with evaluation by giving an idea of what
type of errors the system tends to produce so that it can be adjusted based on the desired
preference.
The performance of a machine learning classification system is commonly evaluated
by means of classification recall, precision and F1 measures (Powers, 2011). Classification
recall is defined as the fraction of correctly classified samples (i.e. the number of correctly
classified samples divided by the number of samples that should have been positively labelled).
Classification precision is defined as the fraction of predictions that are correct (i.e. the
number of correctly predicted samples divided by the number of all positively predicted
samples in the test set). F1 measure is also used as a performance measure which is interpreted
as the harmonic mean of precision and recall. Equations 3.1 to 3.3 show how recall, precision
and F1 are calculated and Table 3.1 shows the prediction confusion matrix.
Recall = T P/(T P + FN)

(3.1)
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Precision = T P/(T P + FP)

(3.2)

F1 = 2 × Precision × Recall/(Precision + Recall)

(3.3)

Where,
T P is the number of ‘true positives’ (correctly predicted positive samples),
T N is the number of ‘true negatives’ (correctly predicted negative samples),
FP is the number of ‘false positives’ (negative samples incorrectly predicted as positive), and
FN is the number of ‘false negatives’ (positive samples incorrectly predicted as negative).
Table 3.1 Prediction confusion matrix
Predicted outcome

Actual value

3.6.2

Predicted Positive

Predicted Negative

Total

Actual Positive

TruePositive(T P)

FalseNegative(FN)

T P + FN

Actual Negative

FalsePositive(FP)

TrueNegative(T N)

FP + T N

Total

T P + FP

FN + T N

N

Cross-Validation

Commonly, any machine learning model is initially trained on a set of samples called the
training dataset, where it learns patterns to label the outcomes. The trained model is then used
to predict the outcomes of another dataset called the validation set where the produced results
are compared with the targets, and the parameters of the model are adjusted successively
(James et al., 2013). To provide an unbiased evaluation of the final model on the validation
set, an additional set is used (never been seen by the model before). This set is referred to as
the testing set.
In order to validate the prediction models without having the results overfitted, in other
words not biased towards the validation set, one way is to use cross-validation. It also allows
validating the models on enough data (actually all the training dataset), especially in the
absence of a vast designated validation set. This is done by partitioning the training set into k
equal subsets (this is known as k-fold cross-validation).
For each fold of the k-folds, the model is trained on the other k-1 folds combined together
and then tested on that fold and the resulted errors are calculated (see Figure 3.2). This
is done k times on all the k partitions. Finally, the aggregated average of these errors is
calculated and then considered as the total error of the model.
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K-Fold cross-validation is usually used when selecting the best model and also when tuning the parameters (Shalev-Shwartz and Ben-David, 2014). Once the best model/parameters
are chosen, the model is then retrained on the whole training set then tested on the testing set.
The cross-validation is often related when comparing two learning methods based on
limited data (Mitchell, 1997). It generally works very well in practice. However, it might
sometime fail, and its behaviour is still an open problem (Shalev-Shwartz and Ben-David,
2014).

Fig. 3.2 Cross validation, k-1 of the k partitions are used for training and the remaining
partition is used for testing (source: http://qingkaikong.blogspot.co.uk/2017/02/machinelearning-9-more-on-artificial.html)

3.7

Tools

Statistical analysis of the questionnaire responses will be performed using SPSS while
hierarchical cluster analysis of questionnaire responses will be performed using GENE-E 1
for Windows.
The Python programming language will be used to implement the prototypes of the
remaining methods presented in the thesis: Natural Language Toolkit NLTK2 (Bird et al.,
2009) and the Scikit-learn3 (scikit-learn Project, 2018) machine learning libraries will be
mainly used in the experiments of this thesis. The Sketch Engine4 corpus management tool
(Kilgarriff et al., 2014) is used to prepare and label some of the used corpora for processing.
1 https://software.broadinstitute.org/GENE-E/s
2 http://www.nltk.org/
3 http://scikit-learn.org/
4 http://www.sketchengine.co.uk
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Summary

This chapter has described the general methodology to address the questions which this thesis
tries to answer. It has also described the proposed methods used to conduct the experiments
covered in this research. The following chapters present detailed and/or designated methods
based on the methodology presented in this chapter.

Chapter 4
Datasets Collection and Preparation
As this thesis aims at assessing the quality of online health information automatically,
datasets are an essential resource that is required in text classification and data mining
research. One of the most challenging issues in this kind of studies is getting datasets that
are accurately annotated. In this chapter, I will describe the datasets that have been utilised
in the experiments of this thesis. Different datasets have been used, some of which are
existing datasets of specific diseases that have been used in published studies. Additionally,
I collected other datasets from other resources. The datasets were annotated and used
differently (different methodologies and experiments). I will show in this chapter how these
datasets were collected, annotated and prepared for the experiments.

4.1

Introduction

Most datasets used in this analysis were part of various research projects of 4th-year medical
students at Brighton and Sussex Medical School (BSMS), the majority of which were used
in published research. These projects consisted of performing a Google search on a medical
topic, downloading the first 200 websites and then annotating them in terms of JAMA criteria,
HONcode or both. In some of these studies, the websites were also annotated in terms of
whether the treatments mentioned were considered “evidence-based medicine” or not, that is,
whether they described treatments whose efficacy was proven with a high level of evidence
to satisfy the drug regulatory agencies requirements.
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4.2

Evidence-Based Medicine Datasets

One aspect of the thesis goes beyond previous studies by showing that incorporating textcontent analysis of health web pages allows us to use automatic procedures to distinguish
between two classes of advice, namely evidence-based and non-evidence-based (‘complementary’ or ‘alternative’) using an automatic procedure (Chapter 7). Most countries now
recognise that criteria for drug approval are based on a hierarchy of evidence, and a high level
of evidence that the drug meets the primary efficacy endpoint in randomised clinical trials is
required (Evidence-Based Medicine Working Group and others, 1992; Howick, 2011). In
contrast, complementary and alternative medicine (supplements) do not need to undergo
such stringent criteria as they do not make specific efficacy claims (Ellwood et al., 2010).
The migraine dataset collected by Yaqub and Ghezzi (2015) and the flu prevention dataset
collected by Maki et al. (2015) were used for this purpose. These datasets were collected
by searching Google.com for the treatments of the two diseases and the first 200 webpages
retrieved by the Google search engine were saved and analysed. Webpages were manually
classified by the type of intervention and accordingly classified into evidence-based medicine
(EBM) and non-EBM approaches.
In addition to these datasets, I collected and annotated another dataset on shingles
treatments using the same methodology used in (Yaqub and Ghezzi, 2015) and (Maki et al.,
2015). This started by searching Google.com looking for “shingles treatment” (after clearing
the history and cache data from the web browser so results are uninfluenced by browser
history or any additional filters). The search was performed on 23/5/2016, and the first 204
of the retrieved webpages were annotated by identifying whether the suggested treatments
in a webpage are approved (EBM) or not. Inaccessible webpages were excluded, (cases
where links were dead or login details were required). To establish whether an approach is
EBM-based the treatment was checked to see if it was approved by the US Food and Drug
Administration, or recommended by the UK NHS or the National Institute of Care Excellence.
The annotation was performed after a training session, and the data was further partially
checked by Prof. Pietro Ghezzi. Note that webpages that recommend both treatments were
also excluded from these particular datasets.
The webpages of the three datasets were saved on disk to be locally accessed later.
Afterwards, the Sketch Engine1 corpus management tool (Kilgarriff et al., 2014) was used
to clean the saved webpages (extraneous markup and non-text information were removed)
and further to create and set up the corpora with the corresponding labels (to be used as
1 http://www.sketchengine.co.uk
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references by machine learning classifiers). The datasets consist of positive and negative
(EBM and Non-EBM) documents that were labelled as pos and neg respectively.
A total of 111, 60 and 75 webpages were obtained for shingles, flu and migraine corpora,
respectively. Table 4.1 shows the statistics of the collected datasets.
Table 4.1 Datasets annotated for evidence-based medicine criteria
Dataset

4.3

No. of
No. of
Total
Avg.
positive samples negative samples samples no of words

Shingles

88

23

111

1669

Flu

38

22

60

1171

Migraine

22

53

75

1745

Total

148

98

246

1571

JAMA Criteria Datasets

Another aspect of this thesis addresses determining the quality of online health information by
automatically identifying indicators for the existence of the JAMA criteria. Having obtained
both the migraine dataset collected by Yaqub and Ghezzi (2015) and the flu prevention
dataset collected by Maki et al. (2015) (explained in the previous section) that have been
annotated according to the type of intervention (whether evidence-based medicine (EBM) or
non-EBM), webpages in these datasets were checked for whether they comply with the four
JAMA criteria, i.e. authorship, source attribution, site ownership disclosure, and currency.
When a web page is annotated, each criteria value is set to 1 if an indicator of that criteria
existed otherwise the value is set to 0. The same procedure was followed when annotating
the shingles dataset. The three annotated datasets were saved into three different excel files.
The whole webpages were also saved into three separate folders.
Additionally, another four datasets were also obtained by searching for cures for different
diseases (gum (Bizzi et al., 2017), breast augmentation (Manley and Ghezzi, 2018), chronic
fatigue syndrome and fibromyalgia). These datasets were annotated following the same
instructions used in the previous datasets. In addition, three datasets on searching Google for
“autism vaccine” were also used. These datasets have been used in (Arif et al., 2018) after
searching Google in three different domains (Google.com, Google.co.uk and Google.com.au).
However, due to many duplicates in the search results, the datasets were combined after
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Table 4.2 Dataset statistics according to JAMA criteria
Dataset

Criteria

No. of satisfied
samples

Authorship
Attribution
Disclosure
Currency

56
69
47
114

78
65
87
20

Authorship
Attribution
Disclosure
Currency

53
17
42
72

48
84
59
29

Authorship
Attribution
Disclosure
Currency

50
8
129
67

80
122
1
63

Authorship
Attribution
Disclosure
Currency

41
29
142
48

104
116
3
97

Authorship
Breast Augmentation Attribution
Disclosure
Currency

20
14
123
25

127
133
24
122

Authorship
Attribution
Disclosure
Currency

92
51
134
104

43
84
1
31

Authorship
Attribution
Disclosure
Currency

44
50
24
91

48
42
68
1

Authorship
Attribution
Disclosure
Currency

181
177
247
215

114
118
48
80

Shingles

Flu

Migraine

Gum

Chronic Fatigue
Syndrome

Fibromyalgia

Vaccine

No. of unsatisfied Total
samples
samples
134

101

130

145

147

135

92

295
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removing all duplicates and treated as one dataset, I refer to it as the “autism” dataset. All
these datasets are shown in Table 4.2.

4.4

Reliable Websites Dataset

The only work on automatic assessment of health web contents that has a publicly available
dataset is Sondhi et al. (2012). The authors tried to classify medical webpages as being
reliable according to a set of content-based and link features. The dataset was collected based
on the HONcode credibility, and two classes were defined (reliable and unreliable). The
reliable set consists of 180 webpages that were randomly selected from 32 medical websites
that were accredited with the HONcode.
For the negative set, the authors first compiled a list of topics that were covered by
positive set websites. They then searched Google for these keywords or topic keyword +
“treatment”, and further keyword + “treatment” + a randomly selected word from “cure”,
“miracle”, “latest”, “best”. They then manually checked the resulting webpages of being both
general and advertisements. Following this process, the authors ended up with 180 webpages
selected from 35 different websites. This made a total of 360 webpages with two equally
balanced classes.

4.5

Health News Review Dataset

HealthNewsReview.org2 is a website that aims to improve public dialogue about health
care. The team at the website HealthNewsReview.org led by Dr. Gary Schwitzer, Associate
Professor at the School of Public Health of the University of Minnesota, has proposed a set
of ten criteria to help health consumers to criticise claims about health care interventions
and measure the quality of health news (Moynihan et al., 2000; of Health Care Journalists,
2018; Schwitzer, 2008, 2014). This goes beyond the existing HIQ metrics (such as the JAMA
score), which have been developed primarily to assess general online health information. The
HealthNewsReview.org criteria aim at assessing the quality of news stories, mainly in terms
of completeness of the content, that include a claim of efficacy about new treatments, devices,
dietary recommendations, surgical procedures and other types of health interventions. The
HealthNewsReview.org was funded by the Informed Medical Decisions Foundation3 and
2 http://www.healthnewsreview.org/
3 http://www.informedmedicaldecisions.org/
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currently by the Laura and John Arnold Foundation4 in addition to other donations they
receive.
The HealthNewsReview.org website editorial team analyses the latest health news and
story articles from popular news media, such as The Washington Post or CNN. The satisfaction of the criteria and the related score is reviewed by two or three of a multi-disciplinary
team of experienced reviewers, and ten criteria are checked for being “Satisfactory”, “Unsatisfactory” or “Not Applicable”. Table 4.3 shows the ten criteria used to assess the quality of
health content. For each article, a total score is calculated based on the ten criteria scores and
this total score is interpreted as a star rating from 0 to 5. An example of a review webpage
is shown in Figures 4.1 and 4.2. Notice that in addition to giving the score, the review
occasionally provides a justification for each assessment.
Table 4.3 HealthNewsReview.org criteria (Schwitzer 2008)
Number

Criteria

1

Does the story adequately discuss the costs of the intervention?

2

Does the story adequately quantify the benefits of the treatment/test/
product/procedure?

3

Does the story adequately explain/quantify the harms of the intervention?

4

Does the story seem to grasp the quality of the evidence?

5

Does the story commit disease-mongering?

6

Does the story use independent sources and identify conflicts of interest?

7

Does the story compare the new approach with existing alternatives?

8

Does the story establish the availability of the treatment/test/product/
procedure?

9

Does the story establish the true novelty of the approach?

10

Does the story appear to rely solely or largely on a news release?

As the aim is to assess the quality of online health information and because there is a
shortage of available accurately annotated datasets, the Health News Review (HNR) dataset
was used, and a modified methodology was designed to assess the quality of such articles
based on the ten given criteria. For that, we contacted the HealthNewsReview.org editor,
and we were able to obtain the links to all the reviews as they were not easily reachable
from the website. A python script has been written that, using these links, extracted the key
information for each review and stored it in a spreadsheet. The information relating to story
4 http://www.arnoldfoundation.org/
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Fig. 4.1 Example of a HealthNewsReview.org review webpage (1/2)
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Fig. 4.2 Example of a HealthNewsReview.org review webpage (2/2)
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reviews was extracted and saved. The information includes: the review link, the original
article link, whether the original article is still accessible or not, the value for each criteria
(either satisfactory, not satisfactory or not applicable), the number of applicable criteria,
the number of “satisfactory” criteria, the number of “not satisfactory” criteria and the total
score (the number of satisfactory criteria/ the number of applicable criteria). Moreover, the
review webpages were saved into disk as .html files along with the original article webpages
if accessible.
Information about 2246 story article reviews was extracted, of which 913 of the original
articles were not accessible (for instance due to a paywall or an obsolete link). The detailed
satisfaction assessments for each criterion are shown in Table 4.4 below.
The criteria scores in the story articles varied. Figure 4.3 shows the frequency distribution
of the criteria satisfaction scores in the dataset. It is clear from the figure that the majority of
the stories satisfy from three to seven criteria, and very few stories satisfy all the ten criteria.
Figure 4.4 shows the satisfaction breakdown for each of the ten criteria across the story
articles. It can be seen from the graph that the ratio of unsatisfactory to satisfactory scores in
criteria 1 to 4 (costs, benefits, harms and quality of evidence) is high. In contrast, the ratio
was relatively low for criteria 5, 8,9 and 10 (disease-mongering, availability of treatment,
novelty of approach and relying solely on a new release).
Table 4.4 HealthNewsReview.org story reviews dataset statistics
Criteria

1

2

3

4

5

6

7

8

9

10

583

749

777

866

1720

1212

984

1502

1651

794

Not Satisfactory 1298 1467 1348

1374

443

1027

1181

522

489

69

Satisfactory
Not Applicable

365

30

121

6

83

7

81

222

106

1383

Satisfactory/
Not satisfactory

0.45

0.51

0.58

0.63

3.88

1.18

0.83

2.88

3.38

11.51

NA/A Ratio

0.19

0.01

0.06

0.00

0.04

0.00

0.04

0.11

0.05

1.60
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Fig. 4.3 Frequency distribution of the satisfactory criteria in the dataset

Fig. 4.4 Satisfaction breakdown for each of the ten criteria across the story articles
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Summary

This chapter presents the resources compiled for the experiments carried out in this thesis.
The statistics of the various datasets have been shown along with the process these datasets
were obtained, annotated and prepared for the experiments.

Part III
Analysis of Assessment Criteria

Chapter 5
Analysis of Online Health Information
Quality Criteria
The popularity of seeking health information online makes information quality (IQ) a public health issue. This chapter aims to build a user-oriented theoretical account of health
information quality (HIQ) that can be applied to websites and defines which IQ criteria are
important for a website to be trustworthy and meet users’ expectations. It also clusters them
into dimensions based on the users’ view and the existing literature. This will help to identify
the most important criteria for the purpose of automatically assessing HIQ. This chapter is
published in a revised form in (Al-Jefri et al., 2018).

5.1

Introduction

With the diffusion of the Internet, many have been concerned that, due to its unregulated and
unfiltered nature, it could misinform or disinform the public. The lack of widely used search
engines (Google was founded in 1998) left entirely up to the users which websites to trust
among the relatively few ones (compared to the www in 2018) available. These concerns
led to the development, in the late 1990s, of instruments and organisations to assess HIQ
of websites, including the JAMA criteria (Silberg et al., 1997), DISCERN (Charnock et al.,
1999), and the criteria for meeting the health-on-the-net (HON) code of conduct (Boyer et al.,
1998). The criteria considered by these three approaches are discussed in detail in Chapter 2.
There are no data available to know how many information seekers have used these
tools to make assessments. On the other hand, the high number of citations in the scientific
literature for the JAMA (1200) and DISCERN (700) tools indicate that these are widely
used, particularly the JAMA criteria, in academic research analysing HIQ. It should be noted,
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however, that DISCERN was developed by an expert panel but then it was actually tested on
13 self-help group members (Charnock et al., 1999).
An important issue, and one that is not assessed by the existing HIQ instruments, is
whether websites informing the public on therapies mention therapies approved by regulatory
agencies or public health authorities, or non-approved ones. Drug approval requires a high
level of evidence of efficacy and benefit/risk ratio, an approach termed “evidence-based
medicine” (EBM) (Howick, 2011). In a way, this is related to the reliability of the information.
For instance, a website describing AIDS as a disease due to the HIV virus that can be treated
with antiretroviral therapy is higher quality than one stating that AIDS is not due to a virus
and should be treated with nutritional supplements (Smith and Novella, 2007).
It is not straightforward to fit the HIQ criteria from the JAMA, HON and DISCERN
instruments, that are centred on trustworthiness and scientific correctness, into a theoretical
framework of IQ dimensions that are borrowed from other fields such as the one developed
by Wang and Strong (1996) (Table 2.1). Recent studies have proposed a categorisation of
HIQ criteria into classical IQ dimensions focusing on IQ criteria identified through focus
groups, and focusing on the scientific content of webpages (Tao et al., 2017). I undertook the
initiative to define the IQ criteria and dimensions relevant to HIQ from a trust perspective.
To do so, I have used a mixed approach, identifying relevant HIQ criteria using a theoretical
approach broadly based on the existing criteria, mainly the JAMA score, HONcode and
DISCERN, and an empirical approach, based on a questionnaire, to rank the importance of
the various criteria to the end user.
This approach is similar to studies undertaken 20 years ago by Wang and Strong (1996)
and Lee et al. (2002) for IQ in the context of industries and organisations, with two major
differences: the focus on the health-related content of the information provided by websites
and that on trustworthiness, and that on online information. In particular, the aim was to
evaluate user perceptions of HIQ criteria and their relative importance in trusting healthrelated websites. Although trust and quality are not exactly the same (a good quality website
might not be trusted by consumers for poor design for instance and vice versa, a well-designed
website might fool consumers to trust its content), and trust cues overlap to a certain extent
with quality indicators (Sillence et al., 2006), I tried to link the concept of trust to quality
indicators. I further focus on content criteria and ignore design factors. Hence, consumers’
trust has best been used to reveal the quality of contents. Criteria of HIQ were then classified
in dimensions based on the existing literature and, using cluster analysis, the ranking by
users.

5.2 Method

5.2
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Method

In this part of the work, IQ criteria relevant to health information were identify and included
in a survey questionnaire to find out how different people value them. Content factors are
thought to be more important when judging the quality of health websites. This has been
reported in many studies such as (Sillence et al., 2004, 2006), where the participants regarded
content factors more important than design features when selecting trusted or preferred
websites. Therefore, much focus was given to the content of webpages rather than their
design. The identified IQ criteria were based on the existing literature on HIQ and the
instruments described in Chapter 2 (JAMA, HON and DISCERN in Tables 2.4, 2.3 and 2.5,
respectively) and standard IQ criteria listed in Table 2.1. Other criteria taken from other
studies in literature on IQ such as Bernstam et al. (2005); Sillence et al. (2006); Wang and
Strong (1996); Zhang et al. (2015) were also considered. Moreover, general criteria such as
correct spelling and grammar, the importance of the presence of multimedia or the ranking
by the search engine were also included. Questions related to the content of the webpage
were also added, such as whether the webpage explains disease symptoms, therapies, how
to take medications, their side effects, and if responders are wary of webpages offering
quick solutions and miracle cures (defined here as “hyperbole”). The respondents were also
asked to rate importance that the information describes treatments based on evidence-based
medicine or complementary medicine, as this question would be defining a criterion of
reliability (from the scientific point of view) of the information.
The full list of HIQ criteria considered is provided in Table 5.1, which also reports the
questions aiming at identifying the importance of those criteria in trusting a health-related
website that were used in the questionnaire. The table also shows which criteria were derived
from the ones in the known HIQ tools (JAMA, HON and DISCERN). For most of the
criteria, the questions were formulated in the form “I trust a health webpage more if...”
or “I prefer webpages that...” that were assessed using a 5-point Likert scale (5=strongly
agree, 4=somewhat agree, 3=neither agree not disagree, 2=somewhat disagree, 1= strongly
disagree). Other questions were aiming at defining the demographics of the sample (gender,
age, country, education, whether studying in a medically-related subject or not and others) or
Internet usage (time spent, main search engine used, device used, how often they searched
health information, whether searching symptoms or therapies). The entire questionnaire (42
questions) is available in Appendix A.

5.2.1

Ethical Considerations

The University’s ethical approval process has been followed and considered as below:
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Table 5.1 Criteria of HIQ and questions used in the survey. Notes indicate when criteria are derived
from JAMA (J), HON (H) or DISCERN (D) criteria, referring to numbers in Tables 2.4, 2.3 and 2.5.
Criteria
Advertisement

Definition
Question
Presence of many adver- I trust a health webpage more if it has few advertisements
tisements
Advertising
Clear advertising policy I trust a health website more if it has a clear advertising policy (a link
policy
for advertising policy)
Affiliation
Author affiliation
I trust a health webpage more if it identifies author’s affiliation or
organization
Website domain infor- I look at the URL of the website and use the domain information
Authority
mation
(.gov, .com, etc.) to help me determine whether the website is reliable
Authorship
Author name
I trust a health webpage more if it identifies the author
Complementarity Disclaimer that informa- I trust a health webpage more if the website has a disclaimer (usually
tion complement doctor mentioning they support, not replace, the relationship between patient
and physician)
Conciseness
Concise information
I ignore webpages that contain too much information
Copyright
Copyright notice
I trust a health website more if it has a copyright notice
Currency
Date of information
I trust a health webpage more if it identifies a date
Financial
Financial disclosure
I trust a health webpage more if the website discloses the owner/
disclosure
sponsor /source of funds
Focus
Focusing on main topic I ignore webpages that do not focus on the main topic I am looking
for
Grammar
Free of grammatical er- I trust a health webpage more if its content is free of grammatical
rors
errors
Hyperbole
Existence of easy solu- I don’t trust websites that offer quick and easy solutions to my health
tions words
problem with exaggerated words (miracle cures, exaggerated claims,
sensational news)
Instructions
Explain how to take I prefer webpages that explain how to take the medications
medications.
Multimedia
Existence of videos/pic- When a search engine returns a list of pages, I select a page from the
tures
list based on whether it has video/pictures
Objectivity
Free from bias or finan- I trust a health webpage more if the information it contains is free
cial interest
from bias or financial interest
Payment infor- Asks for payment infor- I don’t trust websites that ask for payment information
mation
mation
Privacy
Privacy policy
I trust a health website more if it has a clear privacy policy on how
my personal information (including those collected automatically by
cookies, history or various forms of tracking) is stored and handled
Ranking
Search engine ranking
When a search engine returns a list of pages, I select a page from the
list based on their ranking
Readability
Easy to read
I prefer webpages that are easy to read
Side effects
Mentions side effects
I prefer webpages that describe any side effects a treatment may
cause.
Existence of sources of I trust a health webpage more if it discloses its sources of information
Sources
information
Spelling
Free of spelling errors
I trust a health webpage more if its content is free of spelling errors
Symptoms
Mention of symptoms
I prefer webpages that explain the symptoms of the disease
Transparency
Existence of contact in- I trust a health webpage more if the website provides contact inforformation
mation including postal address/telephone (contact us page)
Treatments
Mention of possible I prefer webpages that suggest the possible treatments to the disease
treatments
Understandability Easy to understand in- I prefer webpages that are easy to understand (do not use a technical
formation
language)

Notes
H8
H8,
J13
J1, H1

J1
H2

J2
J4, D5
J3, H7
D3

H5, D6

H3

D11
J2, H4,
D4

H6
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• Participants were given information on the project being researched, the purpose of
the questionnaire and what is expected from them when responding to the survey
questions.
• Participants were informed that they are taking part in the survey voluntarily.
• The participants were given an estimate of how long it should take to fill out the
questionnaire (10-15 minutes approximately).
• Participants were also informed that they are allowed to withdraw from the survey at
any time.
• The collected data were stored anonymously and participant were notified that their
data to be used for analysis.
• Participants were informed that could contact the researcher if they are interested in
knowing the outcomes of the questionnaire or have any .
• All participants were capable adults and those who are under 18 were asked not to fill
out the questionnaire.
The survey was approved on 26/01/2017 by the Research Ethics Panel of the School of
Computer Engineering and Mathematics of the University of Brighton. The questionnaire
was published online using Google forms and promoted using social media such as Twitter,
Facebook and via email, including students and staff at the University of Brighton and
students at the Brighton & Sussex Medical School. The Google forms were set to limit to
one response per user to avoid duplicate responses. Eligibility criteria for participation were:
understanding English language and age over 18.

5.2.2

Sample Size

Margin of error and confidence level determine how a sample size well represents a population.
For example, if the margin of error is 5% and the conference level is 90%, and if 80% of a
random sample of people prefer Pepsi over Coca-Cola, this means that we are 90% confident
that the true per cent of people who favour Pepsi over Coca-cola is between 75% and
85%. The sample size usually determines the margin of error which is reported at a certain
confidence level; the larger the sample size, the smaller the error margin. The two commonly
used confidence levels are 99% (more conservative) and 95%, the latter is the most frequently
used (Sue and Ritter, 2012). The margin of error can be calculated by the formula in equation
5.1 (Johnson, 2009).
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σ
Margino f error = z × √
n

(5.1)

Where z = z-score (consistent with the desired confidence level), σ = population standard
deviation and n = sample size
A total of 329 responses were recorded in the period 1/2/2017 – 16/6/2017. This was
considered a sufficient number as previous studies in the field of IQ and its dimensions are
based on surveys with a number of responses ranging from 235 to 355 (Kahn et al., 2002; Lee
et al., 2002; Pitt et al., 1995; Wang and Strong, 1996) (355,261,267,235, respectively). For
the sample size obtained for this study, the calculated margin of error for a 95% confidence
level is 5%.

5.2.3

Analysis Tools

Statistical analysis of the responses was performed using SPSS and the specific test is
described in the legend of each figure or table. Hierarchical cluster analysis of questionnaire
responses (average linkage clustering using the weighted pair group method with arithmetic
mean) was performed using GENE-E (https://software.broadinstitute.org/GENE-E/s) for
Windows.

5.3
5.3.1

Results
Sample Characteristics

A number of 329 responses was received, 66% male and 33.7% female. Age groups were: 1825 years, 26.4%; 26-40, 52.3%; 41-60, 18.8%; over 60, 1.5%. The responses came from 32
different countries: United Kingdom 41.5%, Yemen 20.4%, Saudi Arabia 13.4%, Germany
5.1%, Canada 3.8% and 15.8% various other countries. Of the respondents, 49.5% had, or
were studying towards, a postgraduate degree, 40.7% another higher education diploma and
9.8% high school; 26.5% were of a biomedical background (a degree or studying toward
a degree in medicine, pharmacology or biomedical sciences). Ten out of 329 participants
responded that they do not seek health information online, and these were excluded from the
analyses.

5.3 Results

5.3.2
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Ranking of IQ Criteria

Figure 5.1 shows how all respondents ranked each of the IQ criteria described in Table 5.1.
The full results of the questionnaire (raw data, mean, median) are provided as a supplementary
file (Supplementary File 1). All responses had a satisfactory inter-rater reliability, with an
overall Cronbach’s Alpha (a statistical measure to determine inter-rater reliability (Cronbach,
1951)) for all 27 questions of 0.882 (for individual questions, Cronbach’s Alpha ranged
between 0.874 and 0.883).
The ranking by the average Likert score is also shown in Table 5.2 (first two columns).
The table also contains results for different sub-populations which will be discussed later in
this chapter. The median score of all 27 responses listed here was 3.87. It can be seen that a
group of criteria that relate to the very specific context of health and disease (symptoms, side
effects, treatments and instructions; in bold-italics in Table 5.2) are ranked high, indicating
that users want information that is, above all, relevant and helpful.
On the other hand, criteria related to the four JAMA criteria (authorship, currency, sources,
financial disclosure) are not considered particularly important and, with the only exception
of “sources”, are all ranked below the median value. This has been noted in the literature
where health websites quality indicators do not appear to map directly onto consumers’ trust
(Sillence et al., 2006).
Of the eight criteria related to the HONcode principles, only one was slightly above the
median (affiliation; termed “authority” in the HON principles) while all the others (complementarity, privacy, attribution/sources, transparency, financial disclosure, advertising policy)
were not deemed highly important. Although privacy policy was highlighted important by
Murray (2001), this study findings do not contradict with Eysenbach and Köhler (2002)
where all participants in their study did not note whether or not the websites they used had a
privacy policy. Note that one criterion, “justifiability”, was not assessed in the questionnaire.
With the exception of “sources”, a criterion that belongs to those in the JAMA criteria, all
the criteria above could be broadly related to “ethics” and are highlighted in bold in Table
5.2. Authority, which is defined here as the affiliation of the website - whether governmental,
from an international health organisation, for instance (while affiliation is defined as that of
the author) also ranked low.

5.3.3

Identification of Main Dimensions of HIQ

I attempted to group the various criteria in IQ dimensions. To do so, a mixed approach
has been used. In part, I relied on an ontological/theoretical approach and the existing
classification described in Table 2.1. Then, with an empirical approach, I assessed whether
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Fig. 5.1 Ranking of HIQ criteria based on questionnaire responses. The horizontal axis
indicates the number of responses (total, 319). Criteria are ranked based on the average of
the mean Likert scale (right). Colours indicate the response as indicated in the legend.
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Table 5.2 Ranking of criteria by perceived importance by all responses and also by multiple subpopulations. The first column lists the criteria ranked in order of importance. Values are the mean of
the Likert scale. Green (italics bold in print) denotes criteria belonging to “completeness”; yellow
(shaded-bold in print) those in “ethics”. Criteria in red (underlined in print) fonts are significantly
higher when comparing two groups as described in the text (P<0.05 by ANOVA test).

some of these criteria followed a similar pattern in the responses to the questionnaire. For
this purpose, all individual responses were analysed using hierarchical cluster analysis.
Cluster Analysis
As shown in Figure 5.2, five main clusters were identified. Cluster A includes three of the
JAMA criteria: authorship, currency, sources and affiliation. Cluster B includes financial
disclosure, complementarity, advertising policy, copyright, privacy and transparency, all
criteria that somewhat relate to ethical aspects of IQ. Cluster C includes basic features
of webpages (number of advertisements, spelling, grammar and objectivity) as well as
hyperbole and payment information. Cluster D includes IQ criteria (conciseness, ranking and
multimedia) that specifically relate to online information in addition to understandability.
Cluster E includes criteria that relate to the practical usefulness for an information seeker
in the specific context of health and disease (focus, symptoms, treatments, side effects of
drugs and information on their usage). This cluster also includes readability and although at
first, one may think that this is a feature of the text (like spelling or grammar) it has probably
a more practical value.
HIQ Dimensions
I now propose an organisation of criteria of HIQ into dimensions, as outlined in Table 5.3.
This categorisation is based on the cluster analysis of the questionnaire responses, but also
considers similar grouping in the existing literature.
A first dimension relates to trustworthiness but could be better defined as “accountability”
and includes information that defines basic criteria such as not being anonymous. In fact,
“accountability” is considered as something similar to an index card in a library that lists
authors, date, publisher and sources cited (as it is now common for many academic journals
following the “open citations” guidelines (Shotton, 2013)). This dimension includes four
of the components of the JAMA score that are present in cluster A. I have also included
in this dimension “authority” that did not belong to any cluster. In fact, the questionnaire
defined authority as features of a website (such as the domain, whether .com, .edu or .org)
and this is very similar to “affiliation”, defined as the affiliation of the individual author. The
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Fig. 5.2 Clusters of HIQ criteria. Hierarchical cluster analysis of the Likert scale score for
different criteria among 319 participants
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Table 5.3 Proposed criteria and dimensions of HIQ. Grouping is based on the cluster analysis
and similar grouping in the literature
Dimension

Criteria
Authorship
Affiliation
Currency
Accountability
Source attribution
Transparency (contact info)
Authority
Financial disclosure
Complementarity
Advertising policy
Copyright
Ethics
Privacy
Advertisements (presence of)
Objectivity
Payment information
Spelling
Grammar
Accuracy (text)
Hyperbole
Readability
Conciseness
Understandability
Representational
Ranking
Multimedia
Symptoms
Treatments
Completeness (scientific) Instructions
Side effects
Focus
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criterion “transparency” was also included in this dimension because, although in cluster
B, it was defined as the presence of contact information for the author or website. The
criteria of accountability are all intrinsic dimensions of HIQ and would apply equally well to
information online and in print and would also apply to non-health related information.
A second dimension (ethics) defines ethical aspects of trustworthiness and includes all
the criteria in cluster B except transparency (see above). I also included here “objectivity”,
“advertisement” and “payment information” although they clustered elsewhere, as this would
fit with the description of this dimension. These are criteria of HIQ that could also be applied
to non-health IQ with the exception of complementarity (the presence of a statement to
say information supports, does not replace, the relationship between patient and physician).
Financial disclosure might be important in other types of information, but the issue of funding
and conflict of interest is regarded as particularly important in health.
A third dimension defines textual accuracy and includes spelling, grammar, readability
and use of hyperbole or exaggeration. To define this dimension, I started from cluster C.
However, because “hyperbole” can be considered a characteristic of the text, I decided to
subsume it under “accuracy”. This dimension could apply equally to non-health, and in print,
information, with the possible exception of hyperbole or exaggeration, that is more common
in the news about scientific advancements.
A fourth dimension, defined as the “representational” dimension, comprises criteria
(understandability, conciseness, search engine ranking and presence of multimedia) that
is probably more important in online information (that one wants to access quickly and
concisely, so it can be read on a small screen) but would apply to non-health subjects. These
criteria are present exactly in cluster D.
A last dimension defines the much sought-after elements of information that characterise
its scientific completeness: presence of information specific to the medical condition or
its treatment, as well as focus. In fact, all these criteria relate to focus. As such, even if
these specific criteria relate to health, it would be easy to identify homologous criteria in
other fields. Also, this dimension could also apply to printed information although focus
is probably more important when information is accessed online, often on a small mobile
device.
As mentioned above, the various criteria have been grouped into IQ dimensions, as outlined in Table 5.3. Taking another empirical approach, the criteria were assessed according
to whether some of them followed a similar pattern in the responses to the questionnaire. For
this purpose, an inter-item correlation matrix was used to look at the correlation between pairs
of criteria. The results reported in Figure 5.3 as a correlation matrix, suggest the existence
of criteria clustering together. Some of these clusters corresponded to criteria which have

78

Analysis of Online Health Information Quality Criteria

been assigned to the same dimensions, but not always. One cluster comprised authorship,
affiliation, currency and sources, a second one included copyright, privacy, financial disclosure, complementarity and advertising policy, a third one spelling, grammar and objectivity
and a fourth one symptoms, treatments, instructions, and side effects. However, because a
correlation matrix is not the best way of visualising clusters, all individual responses were
analysed using hierarchical cluster analysis.

5.3.4

Subgroup Analysis by Educational Subject, Gender and Language

The questionnaire responses allowed to do some subgroup analysis in terms of educational
level, language and gender. First, differences in the ranking given by participants based on
whether they studied, or had a degree in, a biomedical field or not were analysed. Then,
native language (English vs. non-English) and gender were looked at as well. One-way
ANOVA test was used to check these differences. Hence the null hypothesis here is:
H0: “Being of a specific group has no effect on how respondents value a quality criterion”.
This was tested for all groups on all criteria, and a 95% confidence level was considered.
The statistics show that, for some quality criteria, there were no statistically significant differences between the respondents of different groups. However, for some other quality criteria,
there were statistically significant differences. Hence we reject the null hypothesis for those
criteria. The full statistical test results are included as a supplementary file (Supplementary
File 2).
The results are shown in Table 5.2 that reports, in columns 3 to 14, the ranking (as
mean score) for all subgroups. When comparing biomedical students/graduates with nonbiomedical ones, it was clear that biomedical education was associated with giving higher
importance to text accuracy (spelling, grammar, sources). Higher importance to text accuracy
(spelling, grammar, hyperbole) was also evident for English speakers, compared to nonEnglish. There were also significant gender differences with textual accuracy being ranked
higher in females, while males ranked higher “instructions” and “understandability”.

5.3.5

Importance of the Scientific Correctness of the Information

It has been noted earlier that information about disease diagnosis and treatment is ranked
highest in the whole sample (in the top quartile). However, the fact that a web page describes
a treatment for a disease does not mean that website is scientifically correct. One could
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Fig. 5.3 Correlation matrix of questions scoring by all respondents. The intensity of the red
cells indicates the strength of the correlation (only those >0.4 are highlighted).
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come up with a web page that meets all the criteria in the “completeness” dimension but
misinforms the reader.
It has been recently proposed to use the information about the treatment suggested
or promoted as a proxy for the scientific soundness of a web page (Yaqub and Ghezzi,
2015). Therefore, participants were asked whether they prefer websites that provide EBM
information, complementary or alternative medicine (CAM), or don’t care. The results shown
in Table 5.4 indicate that only 6% preferred websites on CAM, 35% preferred EBM and 37%
did not assign this a particular importance. However, the preference for EBM was higher
with biomedical education, English speakers and females, and in these groups, there was a
lower percentage of the participants who did not know whether they prefer EBM or CAM.
The association with biomedical education, language and gender was statistically significant
(P=0.02, P<0.001, P=0.029, respectively, by the Pearson Chi-Square test.). There was no
significant association with EBM preference and education level (P=0.866).
Table 5.4 Preference for EBM- or CAM-based information. Data indicate the percentage of
responders, number in parentheses are the absolute number

All
Subject:
Med
Non-med
Language:
English
Non-English
Gender:
Male
Female

5.4

EBM

CAM

Don’t mind both

Don’t know

Total

35% (110)

6% (20)

37% (118)

22% (70)

(318)

41% (33)
32% (77)

5% (4)
7% (16)

44% (35)
35% (84)

10% (8)
26% (62)

(80)
239)

40% (59)
30% (51)

3% (4)
9% (169)

44% (66)
31% (53)

13% (20)
29% (50)

(149)
(170)

32% (67)
39% (43)

8% (16)
4% (4)

34% (70)
43% (48)

26% (54)
14% (16)

(207)
(111)

Discussion

Dimensions and criteria of HIQ are proposed based on the importance assigned to them by
internet users. An empirical approach was used, similar to studies undertaken 20 years ago
by Wang and Strong (1996) and Lee et al. (2002) for IQ in the context of industries and
organisations, with two major differences: the focus on the health-related content of the
information provided by websites and that on trustworthiness, and that on online information.
The results were not only used to rank the different criteria in order of perceived importance
but also, using cluster analysis, to help with classifying them into dimensions.
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Although the terminology is always ambiguous, I suggest that criteria of HIQ could be
subsumed to dimensions as described in Table 5.3, bearing in mind that there may be areas of
overlaps. For instance, the criterion “hyperbole”, that in the context of HIQ means presenting
a potential treatment as a “miracle drug”, was assigned to the dimension of textual accuracy
but on theoretical grounds it could also fit the ethical dimension of trustworthiness. More on
dimensions overlapping is discussed in Chapter 9.
Of the criteria in the dimension “accountability”, which includes the four JAMA criteria
(authorship, currency, sources financial disclosure), “sources” is the one that ranks highest,
but sill only 11th. Authorship (19th) ranked lower than authority (17th) and affiliation (12th),
indicating that the link to an institution or a medical degree, or the type of website (for
instance whether a government website or a commercial one) are considered more important
than the indication of the name of the author. The generally low importance given to the
JAMA criteria was also observed in a survey by Eysenbach and Köhler (2002) as they
reported that “Contrary to the statements made in the focus groups, in practice I observed
that none of the participants actively searched for information on who stood behind the sites
or how the information had been compiled” (Eysenbach and Köhler, 2002).
The ethics dimension of trustworthiness includes aspects that are particularly important
in medicine (conflict of interest, data privacy, financial disclosure). Of note, one criterion,
“complementarity” (whether Information should support, not replace, the doctor-patient
relationship) is one of the HONcode principles (Boyer et al., 1998) and specific for health.
The contextual information that I define as “textual accuracy” are also ranked high, and
these include spelling and grammar but also include the health-specific criterion “hyperbole”,
that is very common in health news stories and web pages when authors portray a treatment
with an overly positive tone or “spin” (Walsh-Childers et al., 2018).
The “completeness” dimension defines contextual information (that is necessary for the
information to fulfil its task (Sebastian-Coleman, 2012)). It includes both basic IQ criteria as
well as some that are specific to health, and it could be defined as “scientific completeness”,
the information that users look for and rank high in the questionnaire. This is in agreement
with a recent study performed in the US showing that completeness of the information, that
the authors defined as “the proportion of priori-defined elements covered by the website;
breath of information” also ranked higher in a study where participants were asked to rank
health websites for some IQ criteria (Tao et al., 2017). The importance given by participants
to criteria related to “completeness/purposiveness”, as indicated by the high ranking of
information on symptoms, side effects and treatments in Table 5.2 reflects the main use of the
internet when searching health information. In fact, a survey of 622 patients in the MetroNet
practices in the Detroit area reported that of the topics most often searched online, specific
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disease conditions and treatments come on top (Schwartz et al., 2006). To “find out about
treatments” was also the top purpose of health-related internet use in a survey of patients of a
general practice surgery in semi-rural England (Rose et al., 2002).
Of the representational criteria, understandability ranked rather high. On the other hand,
representational criteria specific for webpages (ranking by the search engine, presence of
multimedia, conciseness) are deemed as the least important.
Another aspect highlighted by this study is that the ranking of HIQ criteria is not onesize-fits-all but differs depending on other factors such as education, gender and linguistic
background. This is not a novel concept, and already Wang and Strong suggested that the
classification of IQ criteria in dimensions is different for academic and practitioners, in a way,
an extension of the concept of data “fit-for-use” (Wang and Strong, 1996). Floridi (2013)
also noted that IQ should also consider purposiveness, and that the value of IQ criteria may
be different in different users.
In this sense, the difference in the ranking of HIQ criteria among subjects with a biomedical degree or biomedical students (pharmacy, biomedical science, medicine) and those in
other education areas could be extrapolated to the difference between health professionals
and laypersons. Those with a biomedical background give more importance to criteria such as
correct spelling and grammar than those with non-biomedical background. Not surprisingly,
“sources” are ranked higher in a biomedical background, as identifying and citing references
is key to this field. On the other hand, in a non-biomedical background, “understandability”
is ranked higher. Interestingly, no significant difference has been found in the ranking of the
“ethical” criteria by subjects with a biomedical background.
Native English speakers also assign more importance to textual accuracy (spelling,
grammar, hyperbole), as well as to the ethical criterion of “objectivity”. Attention to
“hyperbole” is also ranked higher in this group and I discussed above how this criterion has
also an “ethical” value. A very similar pattern was observed in females, when compared with
males, with the added higher importance assigned to “payment information”, suggesting a
stronger ethical focus in females.
The differences in ranking identified in the subgroup analysis hint at a limitation of any
classification into dimensions based on a questionnaire, as the results will vary with the
population investigated, and any subsequent analysis (including the cluster analysis used
here) will vary accordingly. This suggests that when IQ is defined, the target user should be
well defined.
A further aspect of this study was on which criteria are regarded as important and
which are not. The fact that the ranking by the search engine is not seen as an indicator
of trustworthiness of a website is very interesting, but this does not mean that the user
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is likely to go through several search engine result pages rather than limiting to the first
10-20. The significance of this response should be assessed experimentally, for instance
using eye-tracking software to validate the importance of the different criteria.
The low ranking on “ethical” trustworthiness criteria is worrying as it might indicate
that users are somewhat vulnerable to information that has a conflict of interest, such as that
from commercial sources promoting potentially ineffective treatments or to other types of
health misinformation. This is probably something that educators, particularly those in the
bio-medical field, should consider improving, and males seem to be more “at risk” given the
value “ethical” criteria lower than females. This difference is supported by a recent study
reporting that males are more likely to disseminate fake health information than females (Li
et al., 2017).
It should be noted that this is at variance with results from the MetroNet study cited above,
where patients ranked “Endorsement by a government agency or professional organisation”
and “Reliable source/author” as the most important factors influencing their trust “perceived
accuracy” of healthcare websites (Schwartz et al., 2006). Likewise, “reputable/trustworthy
organisation” was the most definitive factor in trusting health information in a 2002-2003
survey of 55 participants to UK health support groups, although this study was not restricted
to online information but included also information provided by healthcare professionals,
brochures, books, TV/radio and others (Childs, 2004). It is difficult to say whether these
differences are due to the different time periods when those studies were carried out or
whether this is due to the difference in the population, and patients exposed to medical
research and support groups may have a higher health literacy than the sample used in this
study.
I suggest that the presented proposed dimensions of HIQ may be an attempt to build a
more comprehensive theoretical framework than the one that can be derived from the existing
studies. For instance, the recent paper by Tao et al. (2017) proposing a definition of HIQ
dimensions does not take into account some of the criteria that have been derived in this
study from the HONcode and DISCERN tools, particularly those related to what we call
“ethical criteria”.
The main limitation of this study, which could affect its external validity, is that the focus
on university-level participants mainly may lead to an underestimation of the importance
of criteria aimed at the average user. It would be important to extend this study to a more
general sample of the public, and particularly patients and carers, to see whether there is
a different perception of HIQ and if this goes in the same direction of the results in the
comparison between non-biomedical and biomedical educational background reported here.
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Another important point to consider when extrapolating the conclusions of this study is
that the survey asked generically what users would look for to trust a website when searching
for a health topic. It is possible that the factors that account for trust in a webpage with
health-related information vary depending on the topic searched, and this may be particularly
important for highly controversial topics, such as abortion, vaccines or genetic modifications.

5.5

Summary

In this chapter, a list of HIQ criteria have been identified from existing tools and assessment
criteria and elaborated into a questionnaire that was promoted via social media. Responses
(329) were used to rank the different criteria for their importance in trusting a website and to
identify patterns of criteria using hierarchical cluster analysis.
HIQ criteria were organized in five dimensions based on previous theoretical frameworks
as well as on how they cluster together in the questionnaire response. A top-ranking dimension (scientific completeness) was identified that describes what the user is expecting to know
from the websites (in particular: description of symptoms, treatments, side effects). Cluster
analysis also identified a number of criteria borrowed from existing tools for assessing HIQ
that could be subsumed to a broad “ethical” dimension (such as conflict of interests, privacy,
advertising policies) that were, in general, ranked of low importance by the participants
(although regarded highly in the academic and medical environment). Subgroup analysis
revealed significant differences in the importance assigned to the various criteria based on
gender, language and whether or not of a biomedical educational background.
In the next chapters, I am proposing different methodologies to evaluate some of these
quality criteria according to the availability of suitable datasets regardless of the ranking
of these criteria. In Chapter 6, a rule-based method is proposed for detecting technical
quality criteria while more content-based criteria are addressed in Chapters 7 and 8 where
machine-learning classification models are used to evaluate them.

Part IV
Automatic Assessment: Experiments,
Results and Evaluation

Chapter 6
Automatic Identification of Metadata
Criteria
In this chapter, rule-based methods are proposed for detecting metadata criteria. The methods
are applied to predict the satisfaction of the four JAMA criteria. The proposed methods look
for indicators of the presence of the JAMA metrics and give scores to webpages accordingly.
The JAMA datasets presented in Section 4.3 that were annotated according to the JAMA
criteria are used in the experiments.

6.1

Introduction

This chapter aims to study the applicability of using rule-based methods to asses metadata
or technical criteria. These are criteria that can be assessed in isolation of the information
context and usually do not need any type of expertise to evaluate them manually (such as
whether there is an author or a written date to the presented information). As an application,
we aim to automate assessing the trustworthiness dimension of the quality of information as
defined by the JAMA instrument. The instrument was proposed by Silberg et al. (1997) to
help users to evaluate the reliability of a website when seeking health information online,
and it consists of four technical criteria, authorship, attribution, ownership disclosure and
currency. The JAMA criteria are explained in more detail in Section 2.1.2.
In the studies conducted by Chumber et al. (2015) and Yaqub and Ghezzi (2015), it
has been observed that commercial websites have significantly lower JAMA scores than
other types of websites they analysed such as health portals or professional websites, at least
within those two specific datasets. Nevertheless, even when a webpage is deemed reliable
according to the JAMA criteria, it is not guaranteed that the content is accurate (this also
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applies to the HON criteria (Hrabal and Pruša, 2015; Sondhi et al., 2012)). The objective
of this chapter is to automatically assess the trustworthiness of health webpages by looking
at the satisfaction of the four JAMA criteria with no attempt to assess the veracity of the
content of the webpages.
A previous study by Wang and Liu (2007), that was extended further by Wang and Richard
(2007), proposed a rule-based method to detect health information criteria by analysing the
content of health webpages and looking for indicators to those criteria. A similar method is
proposed here to assess health webpages according to the four JAMA criteria. Although the
researchers used seven criteria categories (the four JAMA criteria in addition to interactivity,
commercialization and disclaimer), this study is limited to the four JAMA criteria due to
the lack of datasets annotated to other criteria. It is worth bearing in mind that there are
some common criteria between the JAMA, HON and DISCERN. For example, the “source
attribution” criterion is included in the HON and DISCERN. The criteria “currency” and
“disclosure” also present in DISCERN and HON, respectively. Hence, we can say that this
study is relevant to the analysis of the other quality instruments as well.

6.2

Rule-Based Systems

In this part of the research, rule-based methods are proposed. Sets of rules were employed
to detect the presence of each of the four JAMA criteria, namely, authorship, currency,
attribution, and disclosure. In addition, and because keyword matching could be limiting,
especially with the heterogeneous sources of the webpages, regular expressions were also
used to provide flexibility and generality to the detection task. The objective was to look for
indicators of the satisfaction of each of these criteria. For instance, when looking for author
satisfaction, I looked for phrases such as: ‘written by’, ‘by Dr.’, ‘reviewed by’, etc. These
rules were incorporated into a set of regular expressions for all of the four criteria. Refer to
Section 2.2.1 for more explanation on rule-based methods and regular expressions.
Sometimes technical criteria are presented in the meta information of a webpage code
(usually noticeable in big websites that keep well-track of all the articles within the website).
Extracting these data can be achieved by parsing the webpage following the structure of the
webpage. For this, the Python Beautiful Soup1 package (Richardson, 2013) was used for
parsing the HTML code of the web documents. Beautiful Soup is useful for web scraping,
and the tool creates a parse tree for the webpages which can be used to extract data from
HTML code. Hence, before searching the full text of the webpage, the corresponding meta
1 https://www.crummy.com/software/BeautifulSoup/
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information is looked at first relying on some known metadata labels. The text is only
searched if such information is not found in the meta section.
Figure 6.1 shows a flow chart of the steps that the rule-based method follows to detect
the criteria indicators. For each of the four criteria, different rules were used. Details of these
rules are presented in the following subsections and the full lists of the rules are included in
Table B.1 in Appendix B.

6.2.1

Authorship

Different webpages use various ways to present the author information of the content (if any).
While some pages use common words/phrases such as ‘written by’ or ‘reviewed by’, others
either inject author information in structured web tags or present them in an unusual place
or way. Usually, medical authors come with titles such as PhD, Dr., M.D etc. This makes
locating them easier than other authors, such as journalists, whose names come without any
titles which require extra rules to be identified.
Before checking the page text for author indicators, the page meta information is checked
for any potential author information. The most common way to present the author information
in the webpage meta information is as follows:
<meta name="author" content="Chris Mills">
Another less common way is to embed the author information in a link within the page
text as follows:
<a class="byline-name" href="/author/12322/susan-ince/" rel="author" >
Such information was extracted from these structures using BeautifulSoup. The page text
is then looked at should the page meta information not contain author information and the
rules are applied to find indicators to such information.
In the beginning, patterns of author information were studied from training sample pages
and rules were extracted accordingly. Furthermore, regular expressions were utilised to
extend these rules. At a later stage, Named Entity Recognition (NER) was used to detect
persons’ names. For this, the Stanford NER tagger (Finkel et al., 2005) was used and all
persons’ names were replaced with the word ‘PERSON’ to bring down all authors names
into one tag which is practical when injected to a rule. Unlike the method used by Wang and
Liu (2007) and Wang and Richard (2007) who used a database constructed from the 1990
US population census18 in which they used most common persons’ names, this method does
not require such database of persons’ names.
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Fig. 6.1 Rule-based method to detect the JAMA criteria indicators

6.2 Rule-Based Systems

6.2.2
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Source Attribution

To detect the referencing sources in a webpage, a straightforward way is to look for phrases
such as ‘references’, ‘bibliography’ or ‘sources’, or even looking for referencing styles.
These could be styles such as the Cambridge or the Harvard styles or numbering style etc. In
order to achieve that, all these styles should be included in order to detect all the possibilities.
Another way of referencing could be using hyperlinks embedded within the webpage code.
However, not all hyperlinks in a webpage are used for reference purposes as some of them
are used for other purposes such as financial reasons as in advertisements (Kc, 2009). This
makes the problem more difficult, therefore, in this work, the aim was to detect sources by
looking for phrases such as references, bibliography and sources; and these were detected
with the help of regular expressions.

6.2.3

Disclosure

For a website to satisfy the disclosure criterion, it needs to highlight the owner and/or sponsor
with any potential conflicts of interests. This also includes underwriting and any commercial
funding arrangements. Sillence et al. (2007) reported that when participants sought online
health information, their trust in the source of information was influenced by their valuation
of the individual or organization that published that information. Unlike the other three
JAMA criteria, disclosure criterion is linked to the whole website and not to a single webpage
which makes the detection task harder. Besides, this criterion can be presented in several
ways. For example, it might appear in the contact us or about the website page. Other
possibilities could be advertisements policy or the copyright sections. Hence, to score this
criterion, indicators such as advertisements policy or the copyright, contact us or about the
website were looked for.

6.2.4

Currency

Currency is the date on which the page content was published, reviewed and updated (Silberg
et al., 1997). Like the author, the date of the written/reviewed information of a webpage
is presented in several ways. Examples of such presence include, but not limited to, :
‘Date Written’,‘Last Reviewed’, ‘Last Updated’, etc. followed by the date. Additionally,
sometimes it is common that the date of the content appears next to the author. For example,
‘By Susan Ince Jan 16, 2014’. These were also considered when crafting the rules to detect
the creation/revision date of the webpage.
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Starting with studying patterns of date information from the sample pages, date-detection
rules were extracted, and regular expressions were used to find patterns of dates. However,
with the different styles of dates used in various webpages, it was impractical to include all
the date patterns. Therefore, the Stanford NER tagger was utilised to detect the dates within
the text. The rules were then modified so that they include the tag ‘DATE’ after all dates
were replaced with it whenever encountered.
Like the author, the date information sometimes is presented in the metadata of the
webpage or more commonly in structured tags such as the example below. Hence, before
checking the page text for currency indicators, such structures are checked first.
<time datetime="2014-04-24T12:01:08Z" itemprop="datePublished" content="2014-0424T12:01:08Z">April 24, 2014 1.01pm BST</time>

6.3
6.3.1

Experimental Results
Datasets

The eight datasets presented in Section 4.3 have been used in the experiments. As the
webpages come from the same distribution, and because we are looking at technical features
that are independent of the contents of the pages, I decided not to split each dataset into
training and testing. Instead, the flu dataset was used for learning the rules, and the other
datasets were used for testing the system. Particularly, part of the flu dataset was used to
learn the rules and the rest of the webpages were used to verify these rule and also to adjust
and add new rules when needed. Once the rules were finalised, the system was then tested on
the other seven datasets.
Table 6.1 Results of detecting JAMA criteria in the flu dataset (training)
Criterion

Recall

Precision

Authorship
Attribution
Disclosure
Currency

87.13
92.08
40.59
76.24

87.16
92.0
40.26
82.15

F1
87.13
91.37
27.16
77.32
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Table 6.2 Confusion matrix results of detecting JAMA criteria in the flu dataset

6.3.2

Criterion

TP

FN

FP

TN

Authorship
Attribution
Disclosure
Currency

46
10
39
52

7
7
3
20

6
1
57
4

42
83
2
25

Results

As mentioned, the flu dataset was used for learning and adjusting the rules. Table 6.1 shows
the results of the system on the training dataset. The results were good except for the
disclosure criterion ones where the number of FPs is very high (see Table 6.2). This is
because there were many issues with this criterion indicators in particular. This will be
discussed in detail in the discussion section.
The system was then tested on the other datasets. Table 6.3 shows the results of the
system on the shingles, migraine, and gum datasets, while Table 6.5 shows the results of
the system on the breast augmentation, chronic fatigue syndrome, fibromyalgia and vaccine
datasets. The prediction confusion matrices for these datasets are shown in Tables 6.4 and
6.6. The results of detecting the author criterion ranged from 62.75% in the worst case
(the vaccine dataset) to 80.72% in the best case (the shingles dataset) in the F1 measure
score. Detecting the source attribution reached 92.34% in the breast augmentation dataset
but sometimes goes down due to the high number of FPs (this will be discussed in the
next section). The disclosure detection results were relatively high reaching 96.08%, and
97.39% in the migraine and chronic fatigue syndrome datasets respectively; however, in other
datasets, the scores dropped drastically such as in the shingles and fibromyalgia datasets.
The score of detecting the currency criterion also fluctuated (averaged 70s%) and ranged
from 47.84% in the fibromyalgia dataset to 85.82% in the migraine dataset on F1 . More
justifications are given in the discussion section.
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Table 6.3 Testing results of detecting JAMA criteria in the shingles, migraine, and gum
datasets
Dataset

Criterion

Recall

Precision

Authorship
Attribution
Disclosure
Currency

80.6
58.96
38.06
50.75

81.42
62.49
61.22
82.06

80.72
56.66
26.45
56.92

Authorship
Migraine Attribution
Disclosure
Currency

70.77
89.23
93.85
70.77

74.84
92.37
98.42
71.66

71.12
90.56
96.08
70.6

Authorship
Attribution
Disclosure
Currency

69.66
87.59
89.66
70.34

73.71
87.49
95.72
69.63

70.87
85.96
92.59
69.9

Shingles

Gum

F1

Table 6.4 Confusion matrix results of detecting JAMA criteria in the shingles, migraine, and
gum datasets
Dataset

Criterion

TP

FN

FP

TN

Authorship
Attribution
Disclosure
Currency

47
25
45
52

9
44
2
62

17
11
81
4

61
54
6
16

Authorship 41
Migraine Attribution
4
Disclosure 122
Currency
42

9
4
7
25

29
10
2
13

51
112
0
50

Authorship 27
Attribution 13
Disclosure 130
Currency
24

14
16
12
24

30
2
3
19

74
114
0
78

Shingles

Gum
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Table 6.5 Results of detecting JAMA criteria in the breast augmentation, chronic fatigue
syndrome, fibromyalgia and vaccine datasets
Dataset
Breast augmentation

Chronic Fatigue
Syndrome

Fibromyalgia

Vaccine

6.4

Criterion

Recall

Precision

F1

Authorship
Attribution
Disclosure
Currency

67.35
93.2
81.63
85.71

84.1
92.41
69.73
85.95

72.38
92.34
75.21
85.82

Authorship
Attribution
Disclosure
Currency

71.11
71.11
96.3
68.89

70.94
71.18
98.5
75.19

71.02
68.65
97.39
70.92

Authorship
Attribution
Disclosure
Currency

69.57
59.78
25.0
32.61

69.6
70.16
31.09
98.93

69.45
56.17
12.24
47.84

Authorship
Attribution
Disclosure
Currency

64.75
50.17
83.05
67.8

63.3
62.53
76.7
71.93

62.75
46.13
77.63
69.16

Discussion

Unlike statistical systems, one of the benefits of having rule-based systems is that one can
explain what they are doing. For example, by looking at the author rules, it is reasonable
to say it finds the author information. Although the datasets do not have proper annotations
with the textual indicators, we can still argue that the evaluation is reasonable.
The system works well for most cases; however, there were some exceptions, and this is
normally the problem with hand-crafted rules. With more added rules, overfitting might be a
consequence, and it sometimes affects the system generality. Following are some details of
some misdetections by the system for each of the four criteria.
Authorship
The training results show that the rules employed succeeded in finding author indicators
with some errors on some occasions. There were some mis-detected samples that used
unusual author styles and that caused some false negatives. As there is no standard way to
include author information and with the flexibility in presenting author information, various
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Table 6.6 Confusion matrix results of detecting JAMA criteria in the breast augmentation,
chronic fatigue syndrome, fibromyalgia and vaccine datasets
Dataset
Breast augmentation

Chronic Fatigue
Syndrome

Fibromyalgia

Vaccine

Criterion

TP

FN

FP

TN

Authorship 14
Attribution
6
Disclosure 120
Currency
15

6
8
3
10

42
2
24
11

85
131
0
111

Authorship
Attribution
Disclosure
Currency

73
20
130
74

19
31
4
30

20
8
1
12

23
76
0
19

Authorship
Attribution
Disclosure
Currency

28
16
22
29

16
34
2
62

12
3
67
0

36
39
1
1

Authorship 149
Attribution 45
Disclosure 242
Currency 152

32
132
5
63

72
15
45
32

42
103
3
48

webpages used different styles, while some added them as links. The following are examples
of mis-detected samples that used new styles to include author information:
<span style="font-family: Arial, Helvetica, sans-serif; font-size: small;"><em>by Amy
Rothenberg, ND, DHANP</em></span>

<a class="author
link Td(u):h Lh(18px) Td(n) Fw(b) Fz(12px) C(#000) Mend(3px)" itemprop="name"
href="https://www.yahoo.com/author/aleysha-haniff" data-reactid="9">Aleysha Haniff</a>

<span class="post_author" itemprop="author"><a href="http://blogs.einstein.yu.edu/author/
stephen-baum/">Stephen G. Baum, M.D.</a></span>

<span class="author"> Jennifer Mullendore </span>

6.4 Discussion
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<a class="Anchor-qkwhxv-0 iRvSIy" href="https://www.usnews.com/topics/author/yuri
_elkaim" letter-spacing="0.6">Yuri Elkaim</a>
<span><i class="x-icon-pencil"></i> <a href="http://blog.forefrontmag.com/author/jaclyn"
data-wpel-link="internal">Jaclyn Crawford</a></span>
<a href="https://www.wpsdlocal6.com/author/jvalenciawpsd/">Juliana Valencia</a>
<div class="byline content-info-byline" itemprop="author" itemscope="" itemtype="http://schema.org/Person">By <a class="byline-name" href="/author/12322/susanince/" rel="author" itemprop="name" data-vars-ga-ux-element="Byline" data-vars-ga-callto-action="Susan Ince">Susan Ince</a> </div>
There were also some false positives reported. As an example, the author information
was found, on some occasions, in the meta information of the webpage but not shown in the
rendered webpage when displayed by the browser, like the following :
<meta name="author" content="US Department of Veterans Affairs, Veterans Health
Administration" />
Other examples were picked by the system but were annotated as not satisfactory as they
were authored by experts that were not explicitly named. For example, the system picked the
phrase “Reviewed by health care specialists at UCSF Medical Center” as an indicator to the
author of the article. However, the annotator was picky and wanted to see precisely who the
author of the article is. This might require more investigating to check if these editors are
explicitly listed in another page of the website.
Source Attribution
References to the presented information were relativity easier to identify compared to the
other criteria. This is due to the limited vocabulary that can be used to point to the information
sources. This resulted in employing limited rules that were capable of covering most cases
successfully. However, this does not mean that all cases are covered as any other phrases
can always be used; and there were some cases that could not be picked by the system. For
instance, the following text was used to point to the source of information presented in a
webpage, “This guidance is based on current information from the U.S. Department of Health
& Human Services Pandemic Influenza Plan and is subject to change.”. This was difficult for
the system to identify as this is an unusual way to reveal the source of information.
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Disclosure
Unlike the other criteria, disclosure is not an explicit criterion, and its indicators can present
in various formats. It is also common that the ownership and/or sponsorship formation appear
in a different webpage as this is a property of the whole website. Therefore, the annotators
sometimes had to go to other webpages to look up such information, and there is a high
chance of possible inconsistencies. Nevertheless, the automatic assessment is done only on
the current webpage with no attempts from the system to visit other webpages within the
website. This explains the low performance of the system when trying to assess this criterion.
Alternatively, indicators such as advertisements policy or copyright, contact us or about the
website were considered as signs for the satisfactory of this criterion. Although this does not
grantee that the corresponding webpages contain the required information, the results show
they sometimes do.
Currency
Locating the date when a webpage was posted, reviewed or updated sometimes is not
straightforward. There were some examples where the system failed when trying to detect
date indicators. Some webpages include date information in the webpage code but not shown
in the webpage when displayed on the browser. For instance, the system considered the
phrase “Date Updated: 03/31/15” as an indicator to the presence of the update date of the
webpage. However, this information was not displayed in the webpages and hence annotated
as missing date information when labelled by the annotator.
There were also some examples not detected by the used rules. These include using new
phrases like, “Updated: 14 weeks ago”, or using new styles to include date information such
as:
<time datetime="2013-11-27T10:46:00.0000000" class="feature-title__byline">10:46 AM
on November 27, 2013 </time>

6.5

Limitations

Probably the main limitation of the method presented in this chapter is the lack of comprehensiveness of the all the indicators of the four criteria. Although the criteria indicators seem
fully covered, one cannot cover all scenarios and include all indicators as textual information
of these indicators are amenable to changes, and new phrases could always be used. Another
limitation of the approach is that the information in a webpage could be represented in various
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formats or styles and there is no agreed-upon standard to present the metadata information
especially with the way web design is evolving. Moreover, the layout of the same website
may change over time. As a consequence, the metadata might change accordingly. Therefore,
it is difficult to cover/comprehend all the possibilities, and missing some indicators may not
be avoided.
Another limitation is that the annotations were done by different researchers at different
times. Although the criteria are somehow straightforward to annotate, there is a level
of disagreement. Information is written by the editorial team, for example, is sometimes
considered insufficient as a satisfactory author indicator. For instance, in one of the webpages,
the author indicator was “By The Editors of Women’s Health” which was not sufficient as an
author by the annotator (probably because they would need to go back to the home page of
click to where the editors are listed to obtain that information). Such disagreement confuses
the system, and a definite rule can help both annotating the webpages and the automatic
system. Besides, and following the annotators approach, a conservative interpretation of
the authorship criterion was followed, considering it satisfied only when the author name
was present, while others may consider a website, for instance from the UK NHS or the US
FDA, to implicitly satisfy this criterion. On the other hand, I, like others, decided that the
author name would satisfy the authorship criterion, although in the original description of the
JAMA score (Silberg et al., 1997), the name of the author should be complemented by their
affiliation, university degree etc.
Another constraint is that some indicators are not explicitly shown in the source code of
some webpages but are generated by embedded Javascript code. Although these were few,
the system was unable to detect such hidden indicators. On the other hand, there were some
indicators in the source code of some webpages encountered but not shown in the rendered
webpages. There were not picked up by the annotators, but the system picked them, and that
apparently affected the accuracy scores when evaluating the system.
Like any other rule-based system, this system can be further refined by adding more
rules, although this might result in more false positives. Another enhancement one could
add is to study the different formats with the help of experts in web design. Moreover, the
system could be improved by utilising other web technologies for analysing the structure of
webpages.

6.6

Summary

In this chapter, a rule-based method was utilised to predict the presence of the four JAMA
criteria in health webpages. These criteria are considered technical features of online health
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documents, and it has been shown that using a rule-based method is viable to detect indicators
of such criteria with a high degree of accuracy. There were some exceptions due to the
heterogeneity of web structures, especially with the evolving of new design patterns, and
the flexibility that allows web developers to use various ways to represent the technical
information when designing websites. Nevertheless, these could be minimised by injecting
more rules, probably with some experts’ input, to include missing cases.
The system was limited to only cover the four JAMA criteria due to the availability of
annotated datasets for these criteria. The system can be extended to cover rules to detect other
technical criteria such as disclaimer, contact information, etc. provided there are datasets
annotated accordingly.
Although the proposed method can provide quality evaluation of online health webpages
based on the four JAMA criteria, this alone does not warrant and is not sufficient for a health
webpage to be of high quality which was confirmed by other studies such as (Maki et al.,
2015). Therefore, in the next chapters, I am looking at HIQ based on analysis of the content
such as mentioning of evidence-based treatments, benefits and harms of interventions.

Chapter 7
Automatic Identification of
Evidence-Based Health Information
In this chapter, an approach is proposed to assess the quality of health webpages based on their
content rather than on purely metadata criteria. This is done by extracting textual features
and applying machine learning techniques to identify evidence-based health information
automatically. Several machine learning approaches were applied to learn classifiers using
different combinations of features. Three datasets of three different diseases, namely shingles,
flu and migraine (described in Section 4.2) were used in this study. In addition, the same
methodology is also used to predict the reliability of health webpages and applied to the
dataset that was used by Sondhi et al. (2012) which is presented in Section 4.4. A modified
form of the content of this chapter is published in (Al-Jefri et al., 2017).

7.1

Introduction

The work presented in this chapter goes beyond other studies that use metadata information
to assess the quality of online health information by showing that incorporating analysis
of the textual content of health web pages allows us to distinguish between two classes of
advice, namely evidence-based and non-evidence-based (‘complementary’ or ‘alternative’)
using an automatic procedure. It is now recognised in most countries that criteria for drug
approval are based on a hierarchy of evidence, and a high level of evidence that the drug
meets the primary efficacy endpoint in randomised clinical trials is required (Evidence-Based
Medicine Working Group and others, 1992; Howick, 2011). In contrast, complementary
and alternative medicine (supplements) do not need to undergo such stringent criteria as
they do not make specific efficacy claims (Ellwood et al., 2010). In addition, the preference
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for evidence-based medicine (EBM) from the questionnaire results was higher, especially
by biomedical education background participants. As such, it is reasonable to argue that
having an automatic method to classify webpages according to the type of intervention they
recommend constitutes a significant contribution to the automatic analysis of HIQ.
Natural language processing (NLP) and machine learning (ML) techniques are used to
assess the quality of online health webpages, combining information from criteria used in
previous research with formal and linguistic properties of the text content. Datasets for three
different diseases were used, namely shingles, flu, and migraine that have been presented
previously in Section 4.2. Different machine learning techniques were used to classify health
webpages, and the obtained results were compared.

7.2

Method

Classifying health documents based on their contents is performed using NLP and ML
techniques to create (or ‘train’) ‘classifiers’. After being trained, these classifiers are used to
make decisions about whether webpages or documents containing health information are
reliable or not based on a set of collected features. A specialised corpus is required in order
to achieve this goal. The datasets discussed in section 4.2 were used to train and test the
classifiers. The Sketch Engine1 corpus management tool (Kilgarriff et al., 2014) was used to
prepare and label the data for processing. Suitable textual features from the documents were
extracted and fed to the ML classifiers to learn from and classify them according to the type
of intervention (whether EBM or non-EBM).
Evaluating health webpages based on the intervention recommend is treated as a binary
classification task, in a manner similar to tasks such as sentiment analysis, sarcasm detection,
and argument detection (Joshi et al., 2017; Lippi and Torroni, 2015; Pang et al., 2008), and
a prototype is introduced that detects whether the intervention is EBM or non-EBM. This
provides reliable health information to allow users of a wide range of abilities to make
informed decisions.

7.2.1

Preprocessing the Datasets

For preprocessing, the first step was to set up the corpus to be saved into separate files with
the corresponding labels (EBM or non-EBM). For that, the saved webpages were loaded into
Sketch Engine to be cleaned of HTML and web scripts as well as other unrelated text such as
advertisements.
1 http://www.sketchengine.co.uk
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Table 7.1 Dataset statistics. Positive samples refer to EBM, while negative samples refer to
non-EBM.
Dataset

No. of posi- No. of negative samples tive samples

Total
Avg. no
samples of words

Shingles
Flu
Migraine

88
38
22

23
22
53

111
60
75

1669
1171
1745

Total

148

98

246

1571

Another preprocessing step was to remove the punctuation marks and unigram feature
stopwords such as ‘a’, ‘the’, and ‘is’ from the text before applying any feature extraction
method.
A total of 111, 60 and 75 webpages were obtained for shingles, flu and migraine corpora,
respectively. Table 7.1 shows the statistics of the collected datasets.

7.2.2

Features

In order to classify webpages as describing treatments that are considered based on EBM or
not using machine learning techniques, suitable features need to be extracted from a training
set and fed to the machine learning algorithm to train a classifier. Different features were
extracted in the experiments including text-based features and domain-specific criteria.
Text-based features frequently used in this kind of analysis include word n-grams (sequences of n words occurring in the text), which capture simple, frequently occurring
linguistic concepts and relationships, and formal properties, such as capitalisation patterns,
punctuation marks, word, sentence and document length. For the experiments, I used unigrams (single words), bigrams (word pairs) and trigrams (word triples) that occur sufficiently
frequently (in the training set), as well as lemmas, vocabulary richness ratio, number of
capital letters, number of punctuation marks and normalised document length. Definitions of
these features are discussed in Section 3.4.
JAMA criteria were used as domain-specific features. The four JAMA criteria were
extracted (if encountered) using the approach presented in Chapter 6. The number of
approved drugs terminologies were also considered as a feature. (No list of approved
medicines were used; however, long words were counted and used as a proxy measure for
domain terminologies.)
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Classification

A model needs to be trained on these extracted features so that it knows from the given class
labels how features differ from the positive (EBM) class to the negative one (non-EBM).
From the training phase, the learned model can then be used to classify unseen documents
based on the extracted features from them into the proper class.
Supervised learning classifiers were used to learn from pre-categorised examples (EBM
and non-EBM) so that it assigns unseen samples to those categories automatically. The
classifiers performance was validated on the training set using cross-validation, and the
parameters were adjusted to improve their performance, before final testing on unseen data
(the test set). A number of different machine learning classifiers is used in the experiments:
multinomial naive Bayes, K-nearest neighbour (KNN), support vector machines (SVM),
stochastic gradient descent (SGD) SVM, logistic regression, and multilayer perceptron
(MLP). These classifiers are explained in more details in Section 2.2.2.

7.3

Experimental Results

Different experiments using distinct classifiers trained on a varying combination of features
were performed on the three aforementioned datasets. Because of the small size of the
datasets, roughly 15% of each corpus were saved untouched to be used as test sets. The
remaining 85% of the datasets were used as training sets.

7.3.1

Cross-Validation Results

As mentioned above, six classifiers were used in the experiments, namely multinomial
naive Bayes, K-nearest neighbour, logistic regression, SVMs, SGD SVM (referred to as
SGD) and multilayer perceptron. These classifiers were trained and validated using 5-fold
cross-validation.
As a first step, different combinations of features were used in order to assess whether
they all contributed positively to the performance. Initially, all features in the feature set
were included (frequently occurring word unigrams, bigrams and trigrams, word lemmas,
vocabulary richness ratio, number of capital letters, number of punctuation marks and the
four JAMA criteria). However, when validating the system using all of these features, the
classification rate was lower than expected. To investigate this issue, I started by looking at
the JAMA features extraction results, and I discovered that I was not achieving the expected
extraction rate on these preprocessed datasets. This was because some of the JAMA feature
indicators occurred outside the main body of the text of the page, and hence were removed
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by Sketch Engine in the cleaning pre-processing step. The effect of this was that the overall
performance was reduced. Further experimentation revealed that the formal text features also
contributed negatively to overall performance, and I concluded that the n-gram features alone
produced the best results with the validation test set. Consequently, just those features were
used in the subsequent experiments.
Table 7.2 shows the obtained results using 5-fold cross-validation on the training datasets.
It is clear from the results that all classifiers in general performed well on the flu and shingles
datasets. However, this is not the case for the migraine dataset (to be discussed further in the
discussion section).
Table 7.2 Cross-validation results on the three datasets
Dataset

Shingles

Flu

Migraine

Classifiers

Recall

Precision

F1

MNB
KNN
Logistic Regression
SGD
SVM
MLP

93.14
84.25
96.47
95.36
96.47
94.18

94.84
87.86
96.25
96.24
96.25
95.37

93.6
83.2
96.28
94.52
96.28
94.5

MNB
KNN
Logistic Regression
SGD
SVM
MLP

97.78
87.11
100
97.78
100
100

98.33
89.49
100
98.33
100
100

97.84
86.34
100
97.84
100
100

MNB
KNN
Logistic Regression
SGD
SVM
MLP

75.45
68.79
84.24
80.91
89.55
84.39

75.79
72.95
80.97
82.51
88.03
81.06

75.4
68.12
82.32
81.16
88.62
82.18

Additionally, another experiment was run in which the three datasets were combined
into one set, which is referred to as SFM. The results for the SFM dataset are shown in
Table 7.3. It is clear from the results that the system did not perform well on the combined
dataset. I hypothesise that this is because of the bad performance on the migraine dataset.
To investigate this further, I ran another experiment in which only the flu and the shingles
datasets were combined, which I refer to as SF. The results of this set are also shown in Table
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7.3. It is clear from the results that the performance of the classifiers, in general, is better than
when applied on the SFM dataset, yet not as good as when applied on each dataset separately.
Table 7.3 Cross-validation results on the combined datasets
Dataset

SFM

SF

7.3.2

Classifiers

Recall

Precision

F1

MNB
KNN
Logistic Regression
SGD
SVM
MLP

85.93
83.59
92.78
90.81
90.35
90.36

87.31
84.24
93.42
91.18
91.39
90.86

86.11
83.39
92.74
90.84
90.32
90.26

MNB
KNN
Logistic Regression
SGD
SVM
MLP

93.74
89.48
98.6
96.48
97.88
98.6

94.79
89.84
98.66
96.44
97.91
98.73

93.95
89.47
98.56
96.43
97.86
98.6

Results on the Test Sets

After obtaining the above results of the training datasets, the system was run on the remaining
15% test sets. The results of classifying each dataset separately are shown in Table 7.4. It
is clear that, in general, all classifiers performed as expected and the classification rate was
high in both the shingles and flu test sets especially in the flu one. An extra row is added to
this table in which a voted classifier was added that uses the decisions from all classifiers and
takes the common decision amongst them.
Two other experiments were performed, the first one on the SFM test set and the other on
the SF test set. The results of the two experiment are shown in Table 7.5. The voted classifier
was also used to classify samples in these test sets. Unsurprisingly, and as when validating
the system on the training sets, the system did not perform well when having the three test
sets combined together (SFM). However, the results were better when applying the system
on the SF test set.

7.4

Discussion

Amongst the different classifiers that were used in the experiments, logistic regression
and multilayer perceptron performed well in general in comparison to the other classifiers.
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Table 7.4 Results on the three test sets
Dataset

Classifiers

Recall

Precision

F1

Shingles

MNB
KNN
Logistic Regression
SGD
SVM
MLP
Voted Classifier

88.24
88.24
88.24
94.12
82.35
82.35
82.35

94.12
94.12
94.12
95.59
95.59
95.59
95.59

89.78
89.78
89.78
94.43
86.73
86.73
86.73

Flu

MNB
KNN
Logistic Regression
SGD
SVM
MLP
Voted Classifier

100
88.89
100
100
100
100
100

100
92.59
100
100
100
100
100

100
89.57
100
100
100
100
100

MNB
KNN
Logistic Regression
Migraine
SGD
SVM
MLP
Voted Classifier

66.67
58.33
58.33
66.67
58.33
58.33
58.33

77.08
57.29
62.5
77.08
57.29
80.21
62.5

70.37
57.41
60.08
70.37
57.41
67.54
60.08
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Table 7.5 Results on the combined test sets
Dataset

Classifiers

Recall

Precision

F1

SFM

MNB
KNN
Logistic Regression
SGD
SVM
MLP
Voted Classifier

73.68
76.32
81.58
73.68
78.95
76.32
81.58

73.65
85.34
81.94
73.68
80.02
76.74
81.94

73.46
78.36
81.7
73.68
79.26
76.47
81.7

SF

MNB
KNN
Logistic Regression
SGD
SVM
MLP
Voted Classifier

84.62
88.46
88.46
88.46
88.46
88.46
88.46

84.62
93.41
93.41
93.41
93.41
93.41
93.41

84.62
89.61
89.61
89.61
89.61
89.61
89.61

Figures 7.1 and 7.2 show the comparison between the different classifiers when applied to
the three test sets and the combined test sets, respectively. It is clear from the figures that all
classifiers performed well in all of the datasets except for KNN which, on average, performed
the worst among them.
It is clear that in general all classifiers performed as expected and the classification rate
was high in both the shingles and flu test sets, especially in the flu test set. However, this is not
the case when applied to the migraine dataset. This might be due to the fact that migraine is
a more complex pathology, arising with many different pathogenic mechanisms, with several
types of approved drugs and many different complementary alternative medicine approaches
suggested to either cure or prevent it. Additionally, the number of negative (non-EBM)
samples in this dataset is more than double the number of positive (EBM) samples, and this
is exactly the opposite in the other two datasets, which may affect classifier performance.
By contrast, influenza (flu) is a disease with clear pathogenesis (infection with a specific
virus), and only two main evidence-based medicine approaches to its prevention (vaccination,
hygiene and, in a few cases, antiviral agents).
After combining the three datasets, the system did not perform well. I believe this is
because of the bad performance on the migraine dataset. It is clear from the results of the SF
dataset that the performance of the classifiers, in general, is better than when applied on the
SFM dataset, yet not as good as when applied on each dataset separately.
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Fig. 7.1 Results on the three test sets

Fig. 7.2 Results on the combined test sets
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Experimenting on the Reliable Websites Dataset

In this section, I use the same setup to evaluate medical health webpages as used by Sondhi
et al. (2012) in their paper when predicting the reliability of medical webpages. The dataset
presented in Section 4.4 collected and used by the authors of the paper is used here.
The authors experimented with binary classifiers using different features (link and contentbased) and reported their results using 5-fold cross-validation. I followed the same method
using my extended content-based features. Using 5-fold cross-validation, each fold consisted
of 72 testing pages (36 of each class) that were held out for testing, and 288 training pages
(144 of each class).
In order to compare the performances of the two systems, SVM was used as a classifier
(although different platforms were used and there might be some slight implementation
differences of classifiers). The SVM classifier scored an average accuracy and precision of
96.34 and 96.48, respectively. This is better than the scores reported by Sondhi et al. (2012)
of 89.7 and 92.9, respectively. This shows that the extended textual features performed better
than using any other features.

7.6

Limitations and Suggestions

One of the limitations of this work is that the webpages that contain both types of interventions
(EBM and non-EBM) were excluded from the study, this is because such documents contain
features from both categories and hence further work needs to be done. Another limitation
is that some diseases, such as cancer and AIDS have no EBM treatments, and hence this
method cannot be applied to such diseases.
Moreover, cleaning the webpages’ text was not perfect. The structure of the websites was
not homogeneous. Some websites, for instance, use dynamic content that changes with the
help of some dynamic scripts and sometimes it is not straightforward to get these pieces of
text altogether. Some other websites allow comments from users and those comments are
not easy to get rid off. Another issue appeared when some webpages are split into multiple
webpages. All these contributed to the difficulty of getting a clean text out of the used
datasets.
A larger dataset and a proper text cleaning would help to improve the performance of the
proposed method. In addition, integrating domain knowledge information (such as a list of
all EBM) might help to improve classification accuracy. A suggestion for future work is to
collect other datasets on other diseases and to investigate whether different diseases fall into

7.7 Summary
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different classes (easy ones like flu and shingles, and hard ones like migraine) and to try to
understand the reason behind that.

7.7

Summary

In this chapter, a method was designed and implemented to assess the quality of online health
webpages by identifying evidence-based medical advice automatically using NLP and ML
techniques. The three datasets described in section 4.2 were used in this chapter. A selection
of different classifiers was trained and tested on each dataset, and their performances were
compared. Classification recall and precision were high for each individual test set especially
on the shingles and flu test sets. However, when the system was trained and tested on all the
test sets combined, the recall and precision rates degraded. The method was also applied to
classify health webpages of a published dataset and outperformed the method used by the
authors (Sondhi et al., 2012).
In the next chapter, I am looking at more content criteria that have been proposed for
evaluating the quality of online health news. These include criteria such as the presence
or absence of information about the cost, benefits and harms of interventions as well as
other ethical criteria such as comparing them with existing alternatives and whether the news
articles commit disease mongering etc.

Chapter 8
Identification of Quality Metrics in
Health News Stories
Many online and printed media publish health news of questionable trustworthiness, and
it may be difficult for laypersons to determine the quality of such articles. The purpose
of this chapter is to set up an extended methodology for the automatic assessment of the
quality of health-related news stories using natural language processing (NLP) and machine
learning (ML). Assessing news articles is performed using more sophisticated reliability
criteria that were proposed for this purpose. Ten different criteria were considered in the
automatic assessment, and these were performed separately. The HNR dataset presented
in Section 4.5 is used for the experiments of this part of the thesis. This task differs from
the one in Chapter 7 in the number of criteria; here the number of criteria is ten, where
in Chapter 7 there was only one (whether EBM or non-EBM). Moreover, these tasks are
generally harder and sometimes world knowledge is required. Therefore, more linguistic
features are incorporated as per their suitability for each task.

8.1

Introduction

Most websites containing health information are published by professional organisations,
news outlets (TV and the printed press), government or international agencies or commercial
organisations (Aslam et al., 2017; Yaqub and Ghezzi, 2015). News outlets, in particular,
are disseminating the same information through different media (TV, radio, magazines,
newspapers and their respective websites). Such news stories, particularly those reporting
on research about new treatments, are often largely, or solely, based on press releases from
biotech or pharmaceutical companies or from the communication offices of universities that
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want to promote their research. Although research on the quality of health news stories
in the press is not as widely studied as HIQ of general websites, studies have shown that
these can be biased, exaggerated (Haneef et al., 2017) and lacking basic fact-checking. This
may result, for instance, in patients not being told whether a new treatment described in the
news is already clinically available or if it has just been tested on mice, or how it compares
with existing treatments and whether its cost will be affordable for private or public health
insurance systems.
The team at the HealthNewsReview.org website has proposed a set of ten criteria (Table
8.1) to measure the quality of health news that can be applied to stories appearing online or
in print (Schwitzer, 2008, 2014). This goes beyond the existing HIQ metrics which have
been developed primarily to assess online information quality in general such as the JAMA
and HON criteria. The HealthNewsReview.org criteria aim at assessing quality, mainly in
terms of completeness of the content, of news stories that include claims of efficacy about
new treatments, devices, dietary recommendations, and other types of health interventions.
Although these criteria are specifically designed to assess health news articles, they have
some criteria in common, to some extent, with other quality instruments. An example of
these common criteria is the DISCERN side effects criterion (criterion 11) and mentioning
the harms of the intervention (criterion 3 in Table 8.1). Another common criterion is the
DISCERN benefits (criterion 10) and benefits (criterion 2). In addition to the conflict of
interests (criterion 6 in Table 8.1) criterion, which appears as the sources criterion in both
JAMA (criterion 2) and HON (criterion 4).
HealthNewsReview.org publishes assessments of news stories according to their criteria,
undertaken by a panel of experts. However, such expert manual annotation is expensive and
time-consuming and cannot be applied to large datasets. An automatic evaluation system
could allow the development of tools that help the readers to judge the quality of health
news they read online, for instance with a browser add-on. It would also help journalists and
medical writers to check the quality of their writing before publication.
In this chapter, an extended methodology is used to assess the HealthNewsReview.org
criteria automatically in news stories, using the annotated dataset of 1333 news stories
obtained from HealthNewsReview.org presented in Section 4.5. Similar to what has been
done in Chapter 7, the evaluation of the criteria is treated as binary classification tasks, and a
prototype is introduced that detects whether or not each of the ten criteria is satisfied.
It is worth mentioning that scoring these criteria is not an easy task. Some criteria
are highly subjective, and some of them require external knowledge in order to judge.
Hence, assessing these criteria vary between reviewers. Table 8.2 shows some annotated
criteria by the evaluators that are arguably difficult. An example from the table of requiring
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Table 8.1 HealthNewsReview.org criteria (Schwitzer 2008)
Number

Criteria

1

Does the story adequately discuss the costs of the intervention?

2

Does the story adequately quantify the benefits of the treatment/test/
product/procedure?

3

Does the story adequately explain/quantify the harms of the intervention?

4

Does the story seem to grasp the quality of the evidence?

5

Does the story commit disease-mongering?

6

Does the story use independent sources and identify conflicts of interest?

7

Does the story compare the new approach with existing alternatives?

8

Does the story establish the availability of the treatment/test/product/
procedure?

9

Does the story establish the true novelty of the approach?

10

Does the story appear to rely solely or largely on a news release?

external knowledge is assessing criterion 2 (quantifying the benefits), a knowledge of medical
physiology would be needed. Likewise, assessing criterion 10 (whether the news story is
based on a press release and if it adds additional information), is not explicitly mentioned in
the text, and would require searching online for a press release published in the same period
on that topic. Such information is not available in the text, and that makes it difficult for the
classifiers to perform without such knowledge.

8.2

Method

The aim of this work is to convert the evaluation of the ten criteria so it can be done
automatically rather than manually. This is done by identifying the indicators for each the ten
criteria as a classification problem. NLP and ML techniques are used to determine whether
the criteria are satisfied or not by extracting textual features and then training classifiers
on those features. First, textual features that indicate the existence of a given criterion are
extracted using NLP techniques. After that, ML classifiers are trained on the extracted
features and used to make decisions about whether the article satisfies that criterion or not.
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Table 8.2 Some difficult examples (annotated by the evaluators)
Criteria

Example

C2

The story presented as a benefit that leptin increased number of calories
used during low level activity. But it fails to mention that at higher levels
of energy expenditure, this effect was not observed.

C2

The story only presents the benefits of therapy in terms of relative risk
compared with placebo, rather than absolute risk. The reader is not
given any information about what a 20% reduction in symptoms would
mean for them. The benefit may be statistically significant, but is it
clinically significant? The story should have also reported that the same
benefit was not seen in children.

C3

The story provides a list of the most common side effects associated
with sublingual immunotherapy; however, a more complete report would
have also mentioned more serious, albeit rare, reactions. It would also
be useful for readers to know that in the 1518 patients who received
sublingual immunotherapy, there were 3286 reported adverse events (2.6
per person), compared to 1570 reported adverse events in the placebo
group (1.34 per person). Furthermore, 54 (3%) patients in the sublingual
immunotherapy group dropped out of the studies due to adverse events,
compared to 12 (1%) in the placebo group.

C4

The story describes the study, noting that it was a metaanalysis of 19
trials and included nearly 3000 patients with grass-pollen allergies, and
mentions that trials varied in duration (3 month to 3 years). However,
the story should have included a discussion of how meta-analyses, like
this one, have drawbacks, particularly regarding heterogeneity between
the trials. The story should have also noted that the trials included were
randomized and compared sublingual immunotherapy to a placebo.

C6

The story provided a quote only from the lead investigator of the study;
the story includes no input from any other independent source.

C7

The article does note that drug therapies are standard of care, but does
not specify what drugs are used. More significantly, because the article
does not specify in any real detail what kinds of surgeries were performed
on the study group, it is difficult for readers to compare alternatives.

C10

Reviewers noted that the story relies heavily on the news release, with
no independent sources, no disclosure of conflicts of interest among the
researchers, and no discussion of costs or harms.
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Table 8.3 Story reviews dataset statistics
Number

Criteria

No. of satisfactory No. of unsatisfactory
articles
articles

1

Costs

313 (23.5%)

1020 (76.5%)

2

Benefits

440 (33%)

893 (77%)

3

Harms

470 (35.2%)

863 (64.8%)

4

Quality of the evidence

523 (39.2%)

810 (60.8%)

5

Disease-mongering

1111 (83.3%)

223 (16.7%)

6

Identify conflicts of interest

713 (53.5%)

620 (56.5%)

7

Compare with existing alternative

587 (44%)

746 (56%)

8

Availability of the treatment

864 (64.8%)

469 (35.2%)

9

Novelty of the approach

946 (70.9%)

387 (29.1%)

10

Relying solely on a news release

1265 (94.9%)

69 (5.1%)

8.2.1

Preprocessing and Setting up the Datasets

For preprocessing, the first step was to set up the corpus to be saved into separate files with
the corresponding labels. For that, the saved webpages were cleaned from markup tags and
web scripts, as well as other unrelated texts such as advertisements. Other text normalisations
were also applied, such as removing special characters and lowercasing the text.
In order to classify whether articles satisfy the ten criteria or not, ten different datasets
were set up. For each criterion, two classes (positive and negative) were defined using
the corresponding labels, and the cleaned webpages were split accordingly. I needed to
decide what to do about ‘not applicable’ classifications. ‘Positive’ criteria were classified as
unsatisfied, and ‘negative’ criteria (criteria 5 ‘disease-mongering’ and 10 ‘relying solely on a
news release’) were classified satisfied. This is because the latter are negative criteria (the
indicators are negatively presented), hence if they were scored ‘not applicable’ in any of the
articles they were considered satisfactory.
This resulted in ten different datasets to be used to train ten different classifier sets, one
for each criterion. The classifications of each criterion for the accessible articles are shown in
Table 8.3. These datasets were split into training, validation, and testing. For testing, about
10% of each dataset was saved and set aside to be used as testing sets. For the remaining
90% of the datasets, 80% was used as training sets (with cross-fold validation) and 10% for
further validation and parameter-tuning before the final testing.
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Features

Textual features are used to expose differences between criteria with satisfactory and nonsatisfactory scores. I experimented with different combinations of textual features such as
single words, n-grams, and word stems. The results obtained using TF-IFD feature vectors
of lemmatised word n-grams (up to trigrams) were the best, and hence these were used as the
features. In addition, other linguistic features were also applied. The idea of extending the
feature vector to include such features was to reveal how linguistic features could help to
identify whether criteria are satisfied or not. Adding domain knowledge information also
tend to improve classification accuracy (Boghrati et al., 2015). The other reason for utilising
linguistic features is to reduce the high dimension of feature space (also known as Hughes
effect), where, as the dimensionality of features increases, the accuracy of a machine learning
algorithm decreases (Hughes, 1968). Therefore, I tried to reduce the number of features in
order to reduce this effect. This is performed by bringing down many related features into a
single one.
As further linguistic features and to reduce Hughes effect, I used the Named Entity
Recognizer tags for each word using the Stanford NER tagger (Finkel et al., 2005). Moreover,
I used other linguistic features extracted from Wiktionary.org inspired and used by Rashkin
et al. (2017) which they named ‘intensifying Wiktionary lexicons’. These lexicons comprise
five lists of words (viz. comparatives, superlatives, action adverbs, manner adverbs, and
modal adverbs) that the authors believed they imply a degree of dramatisation based on a
hypothesis that fake news articles’ writers utilise them to attract readers.
Stanford NER was applied on the text before extracting the features, and entities were
replaced with the corresponding tags. For example, a mention of an organisation is replaced
with the word ‘ORGANIZATION’, and the same applied to persons’ names that were replaced
with the word ‘PERSON’. Likewise, ‘DATE’, ‘LOCATION’ tags were added whenever a
date or a location were recognised by the Stanford NER. The 7 class model was used in
this study with labels (Location, Person, Organization, Money, Percent, Date, and Time)
(Finkel et al., 2005). Also, any encountered numerical number was replaced with the word
‘NUMBER’.
Only the list of comparatives forms out of the five lists of intensifying Wiktionary
lexicons used in (Rashkin et al., 2017) were used in the experiments. In addition, three other
lists were added to them from the same source (https://en.wiktionary.org). These lists are:
numerals, auxiliary verbs, degree adverbs. As was done for NER tags, words from these lists
appeared in the text were replaced with the corresponding list labels (e.g. ‘NUMERALS’,
‘COMPARATIVES’, etc.).

8.4 The Experiments and Results
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Every task was treated separately where the general features were the same; however,
the additional linguistic features were different. For instance, the stories where ‘compare
with other alternatives’ criterion is satisfied would probably use comparative forms more
often. Hence, for this criterion, the Wiktionary comparative forms were applied. Likewise,
this was done for the other datasets where these linguistic features will arguably help to
identify whether a criterion score is satisfactory or not. For example, numerals list could
help to identify criteria 1-3 (cost, harms, and benefits); while comparatives list could help to
identify criteria 2 and 7 (benefits and comparing with other alternatives), etc. Adding these
features improved the results, and the performance of the classifiers was better than when
experimented without using them.
Several classifiers were experimented with, and the best performing algorithms (linear support vector machines (SVM) (Cortes and Vapnik, 1995) and random forests (Liaw
et al., 2002)) were selected. These classifiers were trained and validated using 5-fold crossvalidation on the training sets. One of the goals of using cross-validation is to minimise the
risk of overfitting. However, I observed that overfitting was occurring with larger numbers of
features, even with cross-validation, making effective feature selection difficult. To overcome
this, a second subset of the data was held out as a validation set, which I used to monitor
overfitting on the cross-validation during the feature selection process. Feature selection was
then a trade-off between adding more features to improve performance on the training data,
but not so many that performance on the validation data dropped (due to overfitting).
For each task, different feature vector lengths were experimented with to see how many
features are needed to be considered by the classifiers in order to produce the best performance.
As these tasks were treated separately, this was done to all of the ten tasks and different
numbers of features were selected for each of them. To be systematic, the cut was decided
by considering both training and validation results, that, taking the minimum number of
features where both give the best results. The cuts varied between the tasks; for some, few
features were enough such as in criterion 1 (cost) where 20 were enough to give the best
performance (see Figure 8.1). Whereas for the others, more features were required such as
criterion 2 (benefits) where the cut was 400 (see Figure 8.2). It is worth mentioning that
the cuts were higher before incorporating the linguistic features (NER and Wiktionary lists),
which means that these features had higher discriminative power, so there was no need for as
many features. The figures of rest of the criteria can be found in (Appendix C).
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Fig. 8.1 F1 results when experimenting different number of features for criterion 1

(a) Different number of features using SVM

(b) Different number of features using RF

8.4 The Experiments and Results

Fig. 8.2 F1 results when experimenting different number of features for criterion 2

(a) Different number of features using SVM

(b) Different number of features using RF
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Table 8.4 Five-fold cross validation results on the ten criteria training sets
Number

Criteria

Classifiers

Recall

Precision

F1

1

Costs

Linear SVM
Random Forest

82.46
80.96

81.84
80.09

80
80.16

2

Benefits

Linear SVM
Random Forest

68.14
68.33

66.49
65.9

66.72
65.21

3

Harms

Linear SVM
Random Forest

68.89
66.26

67.31
64.72

66.86
64.95

4

Quality of the evidence

Linear SVM
Random Forest

63.42
64.63

62.47
63.77

62.48
63.69

5

Disease-mongering

Linear SVM
Random Forest

81.07
82.84

73.88
77.91

75.97
77.5

6

Identify conflicts of interest

Linear SVM
Random Forest

65.67
66.89

65.8
67.4

65.65
66.58

7

Compare with existing alternative

Linear SVM
Random Forest

57.41
58.82

57.18
58.71

57.16
58.51

8

Availability of the treatment

Linear SVM
Random Forest

65.51
66.07

63.41
64.88

62.85
64.92

9

Novelty of the approach

Linear SVM
Random Forest

67.54
65.85

62.51
63.76

63.33
64.03

10

Relying on a news release

Linear SVM
Random Forest

95.03
94.66

91.92
89.96

92.76
92.24
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Table 8.5 Results of the ten criteria validation sets
Number

Criteria

Classifiers

1

Costs

Linear SVM
82.71
Random Forest 84.96

82.12
84.18

80.11
83.87

2

Benefits

Linear SVM
76.69
Random Forest 75.94

75.96
75.46

75.46
73.95

3

Harms

Linear SVM
75.19
Random Forest 69.92

74.58
69.18

74.07
69.41

4

Quality of the evidence

Linear SVM
66.92
Random Forest 66.92

66.02
66.04

65.9
64.8

5

Disease-mongering

Linear SVM
79.7
Random Forest 83.46

74.97
80.69

76.79
81.38

6

Identify conflicts of interest

Linear SVM
66.17
Random Forest 72.93

66.13
73.05

66.15
72.72

7

Compare with existing alternative

Linear SVM
60.61
Random Forest 61.36

60.94
61.17

60.72
61.23

8

Availability of the treatment

Linear SVM
60.9
Random Forest 63.91

57.93
63.24

58.56
63.52

9

Novelty of the approach

Linear SVM
72.73
Random Forest 70.45

69.6
67.73

68.6
68.36

10

Relying on a news release

Linear SVM
95.45
Random Forest 95.45

91.12
91.12

93.23
93.23

8.4

Recall Precision

F1

The Experiments and Results

After tuning the classifiers’ parameters and using different thresholds for feature generation
and selection, relatively good classifications figures were obtained on the training and
validation sets, as shown in Table 8.4 and 8.5. The system was then evaluated on the testing
sets with the same setup. The results of the testing sets are shown in Table 8.6 and summarised
in Figure 8.3 .
The classification accuracies for most of the criteria on both the validation and testing
sets were good and even better than the training accuracies. For some criteria the results
were promising (such as criteria 1); however, for other tasks, the results were not quite high
(such as criteria 7). This will be discussed in detail in the discussion section.
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Table 8.6 Results of the ten criteria testing datasets
Number

Criteria

Classifiers

Recall

Precision

F1

1

Costs

Linear SVM
Random Forest

81.48
82.22

81.54
80.95

77.82
80.66

2

Benefits

Linear SVM
Random Forest

69.4
71.64

67.78
70.07

68.1
69.98

3

Harms

Linear SVM
Random Forest

71.64
68.66

70.53
67.85

70.22
68.11

4

Quality of the evidence

Linear SVM
Random Forest

66.67
72.59

66.11
73.08

63.73
70.76

5

Disease-mongering

Linear SVM
Random Forest

82.96
82.22

79.07
76.38

79.38
77.17

6

Identify conflicts of interest

Linear SVM
Random Forest

68.15
66.67

68.18
66.75

68.16
66.26

7

Compare with existing alternative

Linear SVM
Random Forest

53.68
60.29

52.82
59.74

52.9
59.54

8

Availability of the treatment

Linear SVM
Random Forest

69.17
69.17

67.44
67.45

65.83
67.05

9

Novelty of the approach

Linear SVM
Random Forest

67.65
61.03

61.62
59.56

62.51
60.22

10

Relying on a news release

Linear SVM
Random Forest

93.38
94.12

88.54
88.58

90.9
91.27
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Fig. 8.3 F1 results of the ten test sets

8.5

Discussion

The proposed method showed that it is feasible to use classification as an approach of scoring
the quality criteria in news stories, although the performances vary among criteria. For some
criteria, such as cost and disease-mongering (criteria 1 and 5) followed by harms and benefits
(criteria 3 and 2), the tasks were relatively easier to automate. However, for other tasks
such as comparing with other alternatives and availability of treatment (criteria 7 and 8) the
performance was relatively lower. High performance judging criteria 10 was also observed;
however, we cannot rely on these results as the distribution of the two classes is imbalanced
(the number of documents belonging to the positive class is significantly higher (94.9%) than
those belonging to the negative class).
I also examined the highest 50 features in the SVM classifier for each task. Samples
of these features are presented in Table 8.7. I found that for criterion 1 (cost), for instance,
features that contain numbers and cost phrases such as ‘costs about’, ‘costs about NUMBER’, ‘covered by’ were indicative amongst the top that classifiers rely on. For criterion
3 (harms), sides effects phrases and words such as ‘bad cholesterol’, ‘bleeding’, ‘cancer
deaths’, ‘clotting’, were the prominent features, etc.
Nevertheless, there were still samples that were misclassified. I believe that these samples
were difficult and more ambiguous for the classifiers to identify. Table 8.8 shows some of
these samples with some justifications. To understand why the performance varied between
different criteria, the following possible explanations are considered:
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Table 8.7 Sample of top features examined for each task

Number Criterion

Features’sample

1

Costs

[’MONEY’, ’NUMBER for’, ’NUMBER month’, ’NUMBER per’, ’approved’, ’claims’, ’cost’, ’cost of’, u’costs about’, ’costs about NUMBER’,
’cover’, ’covered by’, ’expensive’, ’insurance’, ’insurers’,’medicare’, ’pay’,
’price’, ’the cost’]

Benefits

[’NUMBER PERCENT’, ’NUMBER of the’, ’NUMBER women who’,
’PERCENT AUX_VERB ’, ’PERCENT in’, ’PERCENT of’, ’PERCENT
of patients’, ’PERCENT of the’, ’after NUMERAL year’, ’assigned’,
’at NUMBER weeks’, ’average of NUMBER’, ’compared with NUMBER’, ’compared with PERCENT’, ’of patients’, ’online DATE DEGREE_ADVERB’, ’per NUMBER’, ’positives’, ’quitting’, ’weight loss’
’who got’]

3

Harms

[’AUX_VERB cancer’, ’AUX_VERB cause’, ’AUX_VERB prevent’,
’AUX_VERB result’, ’AUX_VERB select newsletter’, ’ORGANIZATION found that’, ’according to PERSON’, ’agree’, ’antibiotic’, ’are
NUMERAL’, ’artificial pancreas’, ’back pain’, ’bad’, ’bad cholesterol’,
’bleeding’, ’body weight’, ’cancer deaths’, ’cardiovascular’, ’cervical
cancer’, ’clotting’, ’colon cancer’, ’complications’, ’concern’]

4

[u’LOCATION journal of’, ’NUMBER adults’, ’NUMBER in NUMBER’,
’PERCENT had’, ’PERCENT in the’, ’PERSON added’, ’PERSON chief
Quality of the evi- of’, ’accompanying editorial’, ’ace inhibitors’, ’assigned NUMBER’,
dence
’athletes’, ’authors of’, ’average of NUMBER’, ’be effective’, ’benefit’,
’better than’, ’capsules’, ’centers’, ’chest pain’, ’clear’, ’clot’, ’convinced’,
’costs about’]

5

Disease-mongering

[’DATE study’, ’NUMBER fewer’, ’PERSON has’, , ’PERSON said in’,
’allergic’, ’allergies’, ’american journal of’, ’an hour’, ’asthma’, ’autism’,
’blood flow to’, ’cardiovascular’, ’children who’,’clots’, ’condition that’,
’dairy’,u’decided’, ’degree’, ’dermatology’]

6

Identify conflicts of
interest

[’LOCATION who was’, ’ORGANIZATION at LOCATION’, ’ORGANIZATION in LOCATION’, ’ORGANIZATION newsletters’, ’PERSON
chief of’, ’PERSON quotes’, ’PERSON says but’, ’advertisement’, ’an
assistant professor’, ’an editorial accompanying’, ’at ORGANIZATION’,
’attending’, ’cautioned’, ’chief of’,’clinical professor’]

7

Compare with existing alternative

[’NUMBER PERCENT’, ’NUMBER grams’, ’NUMBER per’, ’ORGANIZATION has more’, ’PERCENT had’, ’the findings are’, ’the rate of’,
’triple’, ’the new study’, ’reporting by’]

8

Availability of the
treatment

[’DATE NUMBER’, ’DATE NUMBER ORGANIZATION’, ’LOCATION
based’, ’NUMBER NUMBER patients’, ’NUMBER ORGANIZATION
all’, ’NUMBER had’, ’NUMBER lower’, ’and vegetables’, ’approval
of’, ’approved’, ’available’, ’cocoa’, ’coffee’, ’comes to’, ’company’,
’compared to those’, ’consumed’,’consumption’]

9

[’ORGANIZATION news release’, ’ORGANIZATION newsletters’, ’ORNovelty of the ap- GANIZATION rights’, ’ORGANIZATION rights reserved’, ’acupuncture’,
proach
’all rights reserved’, ’always be’, ’asthma’, ’class of’, , ’cognitive impairment’, ’compared to the’ ]

10

Relying solely on a
news release

2

[u’DATE NUMBER ORGANIZATION’, ’ORGANIZATION news’, ’ORGANIZATION news release’, ’ORGANIZATION rights reserved’, ’ORGANIZATION said in’, ’PERSON from’, ’association between’, ’at medical’, ’authors said’, ’confirmed’, ’discovery’, ’does not provide’]
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The small size of the dataset
Although the number of samples used was around 1300, this is not enough for many NLP
classification problems. Usually, in NLP-based ML algorithms, the more data used to train
the system with, the more accurate the results obtained and the more confident the algorithm
becomes to classify new unseen samples (Banko and Brill, 2001). This can be seen from
the results of most criteria when moving from training sets to validation and testing; as the
training data increases the performance improves.
The variability of the writing styles
As the articles used came from various sources that were written by different people, it
would be plausible that these articles would be of different writing styles. Hence there is a
difficulty due to the high representation variations in the textual information provided by
various writers. Increasing the size of the dataset might help to solve this problem.
The need of external knowledge
Scoring of some of the criteria sometimes needs external knowledge. For instance, to compare
the new intervention with other alternatives (criterion 7), one needs to be aware of such
alternatives, and this usually requires external knowledge. This makes judging this criterion
quite challenging without such knowledge. Whether or not a story relies on news release
(criterion 10) is also another example of requiring external knowledge, as sometimes it might
not be enough to judge from the text only, and one needs to check other news releases in the
same period of time (typically, if a news article is arising from a press release, a similar story
will be published by several news outlets). Therefore, it is unlikely that NLP can replace
expert judgment by a panel of experts.
The subjectivity in the manual scoring of the criteria
When judging the satisfaction of each criterion, different evaluators have different perspectives on whether a criterion is satisfied or not, especially over an extended period of time.
Although the scoring is made by a panel, which reduces subjectivity, there may still be variations in the assessment for some of the criteria. For example, disease-mongering criterion
(criterion 5) is highly subjective, and it is a matter of judgment. According to the publisher
of the website, it is the most difficult criterion for the reviewers to apply; and often there is a
fine line about whether an article on some diseases, that might be serious for some sufferers,
is misrepresenting the condition to the public (Schwitzer, 2017). For another example, when
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Table 8.8 Examples of misclassified documents by classifiers
No.

1

2

3

Criterion

Costs

Benefits

Harms

False
type

File

FP

Article_1727

FN

Article_1052

FP

Article_68

FP

Article_2161

FN

Article_1034

Comments
The cost of the treatment is mentioned ($2,400) and that is
why it was picked by the classifiers. However, the reviewers
attributed this to the incomplete assessment of costs and
other side effects might occur in the future with no consideration of their treatment costs.
The article does mention cost, but not explicitly (”costs
roughly as much as a conventional defibrillator”)
The article does not quantify benefit, just writes “led in
decrease in insulin levels”. Maybe the classifier was misled
by an earlier sentence describing the intervention with words
often used to describe the efficacy (“participants reduced
calories by 25%”, but this is the intervention, not the result)
Maybe the classifier was misled by a long list of symptoms
associated with the disease the treatment cures (“clumsiness,
dizziness, weakness...”)
The article mentions that it does no harm, but in such a
generic way “Exhibiting few side effects”; and this would
be difficult for the classifier as phrases such as side effects
would confuse the classifier.

4

Quality of the evidence

FN

Article_1050

The story mentions evidence without being very specific
(“has undergone several successful initial trials including
one lasting one year”. However it honestly says “a larger
study has just began. . . it will take a year or more to assemble
data”.

5

Diseasemongering

FP

Article_739

This story is about diet, not standard treatment and probably
this is a difficult epistemological problem.

6

FP
Article_735
Identify conflicts of interest

7

8

Compare with existing alternative

FN

Article_1136

FP

Article_941

FP
Article_882
Availability of the treatment
FN

9

FP
Novelty of the approach
FN

Article_1020
Article_1026
Article_542

Article_1003

The story mentions finding by a consortium, however, the
reviewers were strict and asked for additional source with
deep knowledge in the field
The story mentions that the maker of the treatment has
opened a treatment centre. I think this is difficult to pick up.
Here the intervention is “circumcision” and this maybe very
different from usual treatments.
Here it uses an already available diagnostic (MRI) so it’s
already available but need external knowledge to know that
Diffusion Tensor Imaging (DTI) MRI can be done in many
places
It is mentioned in both stories that they filed a patent so it is
implicit it may take time.
This seems to be about side effects of Botox – not the classical news on new treatment/diagnostics/nutritional advice.
This is not a new drug, so there is no novelty. However, it is
mentioned "the value of clopidogrel (Plavix) to treat heart
failure patients has been long debated." Here it stated clearly
as not new, and this confused the classifier.

8.6 Limitations and Suggestions
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a criterion is not applicable, it is considered by some evaluators as passing the satisfaction
criterion, although very rarely, because it was deemed not needed. Such a case confuses the
classifiers as there is no indication (feature coefficients) of the existence of that criterion.
The confusion of partial criteria indicators
For other criteria, such as the benefits criterion (criterion 2), mentioning partial benefits of
an intervention is sometimes not adequate to consider this criterion satisfied. Some articles,
for instance, may mention the benefits of the intervention but the evaluators considered this
unsatisfactory if it did not comprehensively mention all the benefits in all cases. The same
also applies to mentioning the side effects (criterion 3), where the evaluators may consider
mentioning only some potential adverse effects as insufficient. Moreover, some evaluators
go beyond that, and question whether the improvement being statistically significant means
that is it clinically significant? As a result, the existence of these textual indicators (although
partially satisfied) are interpreted by the classifiers as authentic features that eventually affect
the results. Table 8.8 shows some examples of difficult cases where the classifiers performed
poorly.
Having shown some of these reasons and the examples, this reveals how using the fully
automated method is not adequate to identify whether a criterion is satisfied or not. The
examples show that even if the language indicators of the existence of a criterion is there, that
is not adequate to tell if it was satisfied or not. As a result, this confuses the classifiers as they
use only textual features to make their decisions, with no intuition beyond that. Consequently,
we cannot entirely rely on the system to automatically judge the satisfaction of the criteria.
Nevertheless, the system can be adjusted and used as an assistant to the evaluators.
For each criterion, for example, the most important features occurred in the text could be
helpful to identify potential areas within the articles that might contain some indicators to the
satisfaction to each criterion. These features could be hand-crafted to design a rule-based
method to detect such areas. This would make the evaluation process easier for the expert
evaluators when judging whether criteria are satisfied.

8.6

Limitations and Suggestions

There were some problems with cleaning the online articles as the articles are not homogeneous and come from diverse sources. Hence, the text was not perfectly cleaned. Some
websites, for instance, allow comments from users and those comments are not easy to filter
out. I tried using an article-length threshold but, this has not solved the problem completely.
Another issue appeared when some articles are split into multiple webpages (usually two),
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and because the retrieving process was automatic, such problem could not be resolved without
manual intervention.
Future work will need to extend the study by using a significantly larger dataset to improve
the results of the presented methodology. Proper text cleaning would also help improve
the performance of the proposed system. Furthermore, integrating domain knowledge
information might also help to attain some information not accessible in the given text and
also improve classification accuracy (Boghrati et al., 2015). Although knowledge engineering
can be fairly time and labour consuming, domain knowledge can be obtained from existing
sources (Spasić et al., 2018).

8.7

Summary

In this chapter, a method was designed and implemented to automatically evaluate health
news stories quality criteria used by the HealthNewsReview.com website. These criteria
are more challenging than those addressed previously in this thesis, and the aim here was
to investigate how much more difficult the machine learning task was, and how and why it
varied between criteria. Features ranging from simple n-grams to more advanced linguistic
features were explored, and the feature selection was optimised for each task. For some
criteria, the obtained results were promising; however, automated evaluation of the other
criteria may not yet replace the manual evaluation process where human experts interpret
text senses and make use of external knowledge in their assessment.
Although assessing these tasks is indeed challenging, the lexical features can contribute
to making judgments towards indicators of these news reliability criteria. As a result, a
semi-automatic evaluation is suggested. In other words, automatic criteria detection can be
utilised as an aide to expert evaluators that, for each of the criteria, it uses the most relevant
lexical features to locate areas so that it makes the process more comfortable for the expert
evaluators to assess that criterion.
The methods presented in this chapter and the previous two chapters (Chapters 6 and 7)
were proposed and experimented according to the availability of suitable datasets annotated
for the criteria targeted. However, due to the limitation of existing annotated datasets for the
rest of the criteria that have been identified in Chapter 5, it was not possible to experiment with
the rest of the identified criteria. Hence, in the next chapter, I am proposing a comprehensive
framework of assessing all the criteria that were presented in Chapter 5 with some reflections
from the performed tasks so that it could be applied to online health content.

Part V
Overall Discussion, Recommendations
and Conclusions

Chapter 9
Proposed Framework for Automatic
Assessment of HIQ and Concluding
Remarks
The main aim of the thesis was to propose different automatic methods for assessing the
quality of health information on the Web. A vital aspect of this thesis, and because of
many available quality instruments are being used by researchers, was to identify health
quality criteria that are regarded important by consumers, and to structure them into different
dimensions of HIQ. This bridges the gap between the different views of researchers when
considering quality metrics.
The proposed automatic methods varied from evaluating the online health content using
metadata criteria to others that go beyond these technical features and look further into more
content-based metrics. This has been pursued through a variety of methods and techniques
that have been experimented with to develop different prototypes to evaluate online health
content.
In this chapter, I propose a comprehensive framework for automatically assessing HIQ so
that it can be applied to online health content. This framework suggests suitable methods
to assess the different HIQ criteria taking into consideration the criteria and dimensions
identified from the survey responses presented in Chapter 5. These criteria and dimensions
are revisited and analysed to check their importance and amenability to automatic assessment,
and how that might be achieved. Suitable automatic methods for new proposed technical
dimensions are then suggested, taking into consideration the nature of the task of achieving
them. This chapter also summarises the contributions that the work in this thesis has introduced, draws final conclusions, and discusses the limitations and future recommendations of
this research.
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9.1

Introduction

Earlier in this thesis, the key HIQ criteria for assessing the trustworthiness of a website
have been identified and ranked according to their importance to different users using the
questionnaire discussed in Chapter 5. Different methods (rule-based and machine learningbased) were then proposed to evaluate some of these criteria automatically in Chapters 6, 7
and 8. However, due to the lack of existing datasets annotated for all of the identified criteria,
the automatic assessment could not be attempted for all of them. Instead, the assessment
was performed on criteria based on available datasets that were gathered from different
sources. The goal of this chapter is to propose a comprehensive framework suitable for
automatically assessing the identified quality criteria. This is done by exploiting similarities
between criteria to identify the most promising algorithmic approach for each one from the
assessments that have been undertaken in the experiments presented in this thesis.
There are two main criteria requirements that an automatic model should meet:
1. being of interest of the user
2. being achievable
The first requirement was initially identified using the questionnaire responses in Chapter
5 and will be explored more in this chapter. The second requirement can be judged by looking
at the automated tasks achieved throughout this thesis and also by identifying similarities
with other tasks not achieved yet to study their amenability to the automatic evaluation.
The dimensions that have been identified from the survey responses and literature are
also re-analysed. Both criteria and dimensions are investigated to check their amenability to
the automatic evaluation and how this could be possibly achieved. This is done by proposing
new technical dimensions for the purpose of grouping the identified criteria into dimensions
that can be looked at from an algorithmic perspective for the goal of automatically assessing
them. I hypothesise if all the different methods to assess the various criteria are used in
conjunction with each other, the ultimate goal of comprehensive automatic assessment of
online HIQ can be achieved.

9.2

Overlapping in Dimensions’ Classifications

Things are assumed to be in the same category if and only if they share certain properties
(Lakoff, 2008). However, categorisations may not be easily defined, and a degree of overlap
is sometimes possible, and I am aware that this has been a subjective decision that could
be questioned. Some criteria could well, in fact, be classified under different dimensions.

9.3 Proposing Technical Dimensions
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“Source attribution”, for example, was classified under the “accountability” dimension which
is quite reasonable. However, this criterion could possibly be classified under the “ethics”
dimension as I think that it should be part of the publication ethics that authors declare
the sources of the information provided to the reader. The same criterion could also be
categorised under the “representational” or “completeness” of the information dimensions
(but with less suitability). The same applies to other criteria such as “authority”, “focus” etc.
Therefore, a comprehensive look at all the possible classification of all the presented criteria
is considered. Table 9.1 shows all the criteria with the possible dimensions that they could
go under. The colour intensity represents the possibility for a criterion to go under different
dimensions. The darker means higher suitability, while the lighter, the less.
These categorisations are also drawn as sets (dimensions) in Figure 9.1 where the elements
represent the criteria under a particular dimension while intersections represent the criteria
that share common characteristics from different dimensions.

Fig. 9.1 Possible classifications of all the criteria.

9.3

Proposing Technical Dimensions

As introduced in the previous section, categorisation or grouping of criteria should be based
on features they have in common. In Chapter 5, the identified criteria were grouped into IQ
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Table 9.1 All possible classifications of criteria into dimensions. The darker the colour means
higher suitability for a criterion to go under a dimension, while the lighter, the less.
Accountability
Authorship
Affiliation
Currency
Source attribution
Transparency (contact info)
Authority
Financial Disclosure
Complementarity
Advertising policy
Copyright
Privacy
Advertisements
(presence of)
Objectivity
Payment information
Spelling
Grammar
Hyperbole
Readability
Conciseness
Understandability
Ranking
Multimedia
Symptoms
Treatments
Instructions
Side effects
Focus

Ethics

Accuracy

Representational

Completeness

9.3 Proposing Technical Dimensions
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dimensions. This was achieved using a mixed approach relying on theoretical/ontological
characteristics and also on cluster analysis of the users’ responses as well as taking into
consideration other classifications described in the literature. Although the identified dimensions were justified and novel, another look at these dimensions is necessary if we want to
study the applicability of the automatic methods on these dimensions. This might lead us to
re-categorise the criteria into new dimensions for this purpose.
Based on definitions of information quality by previous researchers, Nelson et al. (2005)
proposed that information quality could either take an intrinsic or a contextual view. They
defined the intrinsic measures as features that can be assessed in isolation of the context to
which the information is applied. Intrinsic quality is a necessary condition for information
quality but not sufficient to determine it (Nelson et al., 2005). Floridi (2013) defined the
intrinsic criteria as those that can be measured objectively. The context-based view needs to
define features relative to the task and the application of the information. It could include
dimensions such as completeness and relevance of the information (Nelson et al., 2005).
Wang and Strong (1996) also added the representational view of the information as a quality
dimension which looks at the format of which the information is presented. The name
extrinsic was assigned to the non-intrinsic features (both contextual and representational)
by Nelson et al. (2005). This distinction, although an elementary one, is important for the
problem of automatic assessment as common sense would say that only the intrinsic one
would be easily detected by simple automatic methods; while external knowledge and extra
effort might be required to evaluate the extrinsic ones. In table 9.2, I am trying to classify the
identified criteria into these two categories.

9.3.1

Technical Dimensions

Taking the intrinsic and extrinsic dimensions as a foundation, I am proposing new algorithmic
dimensions based on the ability to assess the identified criteria automatically. Hence, the
criteria can be categorised as the following dimensions:
1. Intrinsic
2. Intrinsic contextual
3. Bounded extrinsic
4. Full extrinsic
Intrinsic – This dimension comprises criteria that are in isolation of the actual context
to which the information is applied. Hence, all criteria that can be assessed without any
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Table 9.2 Classifying criteria into intrinsic and extrinsic dimensions
Intrinsic

Extrinsic

Authorship
Affiliation
Currency
Source attribution
Transparency (contact info)
Authority
Financial Disclosure
Complementarity
Advertising policy
Copyright
Privacy
Advertisements
(presence of)
Payment information
Spelling
Grammar
Ranking
Multimedia

Objectivity
Hyperbole
Understandability
Conciseness
Symptoms
Treatments
Instructions
Side effects
Focus
Readability
EBM
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intervention by human relatively easily are subsumed under this category. Mostly, the
intrinsic criteria could be applied to non-health related information as well (except for
complementarity). Notice that instruments such as JAMA and HON rely mainly on intrinsic
criteria (such as author, currency, sources, privacy).
In general, we can say that the intrinsic criteria can be amenable to rule-based methods,
which some of them have already been targeted using this method such as the four JAMA
criteria in Chapter 6 with F1 accuracies reaching up to 97%. The same method could be
applied to the other criteria in this dimension. For example, the advertisements in webpages
can be identified from the structure of the webpage as they are usually run dynamically by
web scripts. This can be identified from the webpage metadata found in the script within the
HTML code. Such information can be identified using a rule-based method. The same also
could be applied to “multimedia”, where this criterion could be identified from the structure
of the webpage as they are embedded in tags such as “<img” which can be identified from
the HTML code of the page.
Intrinsic contextual – This dimension includes criteria that are only dependent on material within the web document. Assessing health webpages based on these criteria can
be divided into two categories. Criteria in the first category can be assessed using binary
classification, in a manner similar to tasks such as spam filtering. There might be a bit of
external knowledge required, but there are enough clues about it within the document to learn
it. This classification method has been applied to evaluate health webpages based on criteria
such as “EBM” in Chapter 7 with F1 accuracies reaching up to 100% (such as reported on the
flu dataset). The same could be proposed for other similar criteria. The “hyperbole” criterion,
for instance, could be detected using a binary classification method to classify documents
with hyperbole phrases, which is quite similar to the task of classifying EBM vs non-EBM
treatments.
The other category involves criteria that require a different kind of processing. Examples
of these criteria are “spelling” (a property of a word), “grammar” (a property of a sentence),
and “readability” (a property of the whole document). These can be assessed using off-theshelf tools such as commercial spell and grammar checkers to check the whole document
for spelling and grammatical mistakes. The readability of web content can be calculated
using well-known readability test measures such as the SMOG or the Flesch-Kincaid scores
(Kincaid et al., 1975; Mc Laughlin, 1969).
Bounded extrinsic – This comprises criteria requiring bounded external knowledge, such
as a list of medicines, which can be encoded into the feature extraction process, and then
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ML. Classification could perform well in detecting these criteria, and it has been applied
to evaluate health webpages based on criteria such as the “side effects” (potential harms
arising from treatments) and benefits criteria in Chapter 8 with F1 accuracies reaching up
to 70 %(although the there was a degree of subjectivity in evaluating these criteria). Classification could also be used to detect other criteria such as “symptoms” and “treatments”
with an option of injecting external knowledge. For example, pre-defined lists symptoms and
treatments (although the latter might be more helpful if they come with the corresponding
diseases). Doing such injection is expected to increase the performance accuracies.
Full extrinsic – Criteria within this dimension require arbitrary world knowledge, and
are not easily amenable to the automatic methods on their own. Such problems in the AI field
are referred to as ‘AI-complete’, which are difficult computational problems that in order
to be solved, computers need to be as intelligent as people (Shapiro, 1992). They are also
known as artificial general intelligence (AGI) or strong AI (Kurzweil, 2010). Assessing the
“conciseness” criterion is an example of such problems.
Having proposed these new categorisations, all the identified HIQ criteria were mapped
onto these dimensions accordingly taking into consideration the nature of the tasks associated
with each criterion. Table 9.3 shows all the identified criteria classified into the new technical
dimensions. Notice that the intrinsic criteria were ranked lower, in general, by the users,
(Table 5.2).

9.4

Mapping from Identified to Technical Dimensions

In this section, I will look at the identified dimensions presented in Chapter 5 and map
them with the technical dimensions proposed in this chapter. I start with the most important
ones identified by the users. It is noted that the dimensions “completeness” and “textual
accuracy” were ranked highly important by the users. These are followed by the dimensions
“accountability”, “ethics” and “representational” which were regarded as less important by
the users.
The “completeness” dimension consists of the criteria “symptoms”, “treatments”, “instructions”, “side effects”, and “focus”. Such information is specific to the medical condition
or its treatment, as well as focus, and all of these are bounded extrinsic criteria except for
focus which is full extrinsic. Therefore, the classification method can be used to assess
the completeness dimension and could be extended to include multi-classification where an
overall score could be given to score the whole dimension as a unit. Assessing the focus
criterion could be solved using clustering, but this needs to be investigated more.
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Table 9.3 Classifying criteria into the four technical dimensions
Intrinsic

Intrinsic contextual

Bounded extrinsic

Extrinsic

Authorship
Affiliation
Currency
Source attribution
Transparency
Authority
Financial Disclosure
Advertising policy
Copyright
Privacy
Payment information
Ranking
Advertisements
Multimedia

Objectivity
Hyperbole
Complementarity
Readability
Spelling
Grammar

Symptoms
Treatments
Instructions
Side effects
EBM

Conciseness
Focus
Understandability

The “textual accuracy” dimension includes “spelling”, “grammar”, “readability” and use
of “hyperbole” (which is more common in the news about scientific advancements). These
are all bounded extrinsic criteria. Here, the classification method could only be reasonably
useful to assess the “hyperbole” criterion. However, for the other three criteria, an off-theshelf spell checker could be used to check the written information of the webpage for any
spelling or grammatical mistakes. Any of the readability scores could be utilised to measure
the readability of the written text.
The “accountability” dimension includes information that defines basic criteria such as
“author”, “date”, “sources”, “authority”, “transparency” (presence of contact information).
The criteria of the accountability dimension are all intrinsic, and with a thorough look at
these criteria, it could be said that these can be tackled using rule-based methods to detect
indicators of such criteria.
The “ethics” dimension comprises the criteria “objectivity”, “presence of advertisement”,
“payment information”, “financial disclosure”, “complementarity”, “advertising policy”,
“privacy”, and “copyright”. The criteria of this dimension are a mixture of intrinsic and
intrinsic contextual. Here, a hybrid method could be suggested where intrinsic features such
as “presence of advertisement”, “privacy”, “advertising policy”, “payment information”,
and “financial disclosure” (already targeted using a rule-based method in Chapter 6) can be
identified using rule-based methods. On the other hand, “objectivity” and “complementarity”
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can be addressed using classification methods. For example, objectivity detection has been
addressed in the literature for other domains mainly to enhance the classification performance
on subjective sentences by ignoring the objective ones (Chaturvedi et al., 2016, 2018; Pang
and Lee, 2004; Wiebe and Riloff, 2005). The suggested solutions here are just proposals,
and other extended solutions are also possible.
The “representational” dimension includes the criteria (“understandability”, “conciseness”, search engine “ranking” and presence of “multimedia”) which were closely associated
in one cluster in the clustering analysis. The ranking and presence of multimedia criteria
are intrinsic, and it has been suggested earlier in this chapter that the ranking order of the
retrieved webpage can be perceived from the SERP. It is also feasible to use a rule-based
method to detect the presence of multimedia from the code of the webpage. The other criteria
are full extrinsic, “understandability”, for example, is an open criterion, and more research is
needed to identify factors to measure it. The use of unexplained jargons is an example of
such features which was utilised by Oroszlányová et al. (2016) to predict the comprehension
of health webpages. The researchers used other features not only related to the webpages
but to the users seeking health information online; however, all the web features used were
general features of the web content. The “conciseness” criterion is also an open measure and
probably more complicated as the amount of text itself might not be enough to judge this
criterion. The amount of text could be mapped with other factors such as the satisfaction of
the completeness dimension to judge this criterion.

9.5

The Proposed Framework

The problem is quite challenging as there are many criteria with variable difficulties in
evaluating them. Therefore, I propose the best way to assess any given webpage content is as
follows:
• The intrinsic criteria could be extracted by implementing rule-based methods, and a
checklist is ticked when each criterion is satisfied. A total score could be given or
maybe a percentage of satisfaction for that page with higher weights assigned to the
important criteria identified by the users.
• For the intrinsic contextual criteria, binary classifications could be utilised to evaluate
the criteria “hyperbole”, “objectivity”, and “complementarity”. For the other criteria
that were mentioned to require a different kind of processing, “spelling” and “grammar”
can be assessed using an off-the-shelf spell and grammar checker to check the whole
document for spelling and grammatical mistakes. The “readability” criterion could
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be assessed using one of the readability test measures such as the SMOG or the
Flesch-Kincaid scores.
There might be some disallowment when evaluating some criteria such as “financial
disclosure”, “complementarity” and “advertising policy”. Such criteria may not be
assessed with the other criteria as this information might not be presented in the given
webpage but in separate pages as they are properties of the whole website and would,
therefore, require navigating to other pages.
• Classification could also be used to evaluate the bounded extrinsic criteria. External
knowledge could also be added when engineering the features such as looking up a list
of medicines or symptoms which is expected to increase the performance.
Full extrinsic criteria may not be easily amenable to the automatic methods directly as
they require arbitrary world knowledge.
The proposed framework (shown in Figure 9.2) could be used to assess the quality of
online health content according to the identified quality criteria provided annotated datasets
were obtained for the remaining criteria. This will allow having a comprehensive system for
evaluating online HIQ taking into consideration all the identified criteria.
I also argue that some criteria correlate with each other. For example, the criteria
“hyperbole”, “EBM” and “objectivity” are correlated, as it is highly unlikely that a webpage
will recommend an EBM treatment and exaggerate at the same time. The same might be
the case for other criteria such as “financial disclosure” with “advertisement policy”, and
“readability” with “understandability”. This needs to be investigated using a correlation
matrix, for instance, as done in chapter 5 but using the annotations of the different criteria.
Although this will require a considerably large dataset annotated according to all the criteria,
it is believed that this will help to spot correlations between the criteria and to find whether an
easily measurable criterion is a proxy (to predict/score) for one otherwise difficult to assess.

9.6

Summary of Contributions

Research on online HIQ is evolving. Hence, the applicability of existing quality instruments
and the utilised quality criteria had to be studied. Therefore, all the available quality criteria
were thoroughly analysed (Chapter 5). This was accomplished by employing a survey
questionnaire that was distributed online and answered by users from diverse backgrounds.
The criteria were ranked according to the users’ feedback. HIQ criteria were also organised
into quality dimensions based on previous theoretical frameworks as well as on how they
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Fig. 9.2 Proposed framework for automatically assessing HIQ criteria.
cluster together in the questionnaire response. Top-ranking dimensions that describe what
the user is expecting to get from the websites were identified. Other analyses were also
performed such as subgroup analysis which revealed significant differences in the importance
assigned to the various criteria based on different factors.
In addition, various datasets from various sources were collected, annotated and prepared
for experimenting appraising the quality of online health documents (Chapter 4). These
datasets will be made publicly available to researchers.
Novel approaches to predict different quality criteria were proposed and developed.
These approaches varied from evaluating the quality of health documents based on metadata
criteria to content-based criteria. For instance, rule-based NLP methods were proposed and
applied to assess the four JAMA criteria (Chapter 6). Other approaches were proposed to
evaluate the quality of online health information using content-based criteria. These were
treated as classification tasks where health webpages were classified according to whether
these criteria are satisfied or not. For example, according to the type of intervention they
recommend, the webpages were classified based on the treatments they describe into EBM
or non-EBM (Chapter 7). This approach was also applied, with some modifications, to
predict the satisfactory scores of a more sophisticated set of criteria used to evaluate new
interventions in online news articles (Chapter 8), and the proposed method has proved to be
performing well (with some exceptions on some criteria that require external knowledge and
also to some subjectivity issues for others).
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The suggested approaches can further be used to assess other quality criteria, as long as
new rules are engineered to identify technical criteria. The same applies to the content-based
criteria where classification methods can be used with suitable feature engineering.
The results obtained from applying the approaches mentioned above on the available
annotated datasets provided the basis for the development of a general framework (Chapter
9) addressing the automatic assessment of the criteria identified in (Chapter 5) and for which
no data is currently available. This framework would help in future work to evaluate other
quality metrics should suitably annotated datasets become available.
Another contribution of this thesis is a literature review in the field of HIQ assessment
and the automatic studies in particular. The trend in automating the assessment of health
information is relatively new and lacks general review articles/book chapters describing state
of the art and recent advances in the area. The presented literature review discusses state of
the art in the automatic methods and presents background information needed to understand
the basic concepts of HIQ.

9.7

Conclusions

The thesis work involves applying artificial intelligence, machine learning and natural
language processing technologies to the automatic assessment of the quality of health
information available on the web. The conducted research combines in-depth analysis of
existing measures of health information quality by employing an online survey questionnaire,
and technical development of different AI-based prototypes to automatically assess online
health content quality.
A list of quality criteria for assessing online health information has been identified
and analysed based on users’ response to an online questionnaire. These responses were
used to rank the different criteria for their importance in trusting a website and also to
identify patterns of criteria using hierarchical cluster analysis. Based on previous theoretical
frameworks as well as on how they cluster together in the questionnaire response, HIQ
criteria were organised into different dimensions.
Scientific completeness was identified as a top-ranking dimension that describes what
the user is expecting to know from a website. This includes criteria such as: description
of symptoms, treatments, and side effects. On the other hand, the ethical dimension with
criteria such as conflict of interests, privacy, and advertising policies, although regarded
highly in the academic and medical environment, was less important from the participants’
perspective. Other analysis revealed significant differences in the importance assigned to
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the various criteria based on gender, language and whether or not the respondents are of
biomedical educational background.
Once these criteria have been identified and analysed, the remaining part of the thesis
work looked at proposing automatic methods to assess the online health content according to
some of these criteria. Starting with looking at some technical criteria, rule-based methods
were used to predict the presence of the four JAMA criteria in health webpages. The proposed
methods successfully detected the indicators of these criteria. However, these criteria are
considered metadata features of online health documents, and it has been shown that the
satisfaction of these criteria is not sufficient for a health webpage to be of good quality
(Maki et al., 2015). Therefore, other methods have been proposed to look at more content
information such as the identification of evidence-based health information, benefits and
harms of interventions. These have been presented as classification tasks, and the quality of
online health webpages was assessed automatically by identifying quality metrics’ indicators
using NLP and machine learning. Various datasets were used according to their suitability to
the tasks and the way they were annotated (Chapter 4). A selection of different classifiers is
trained and tested for those tasks, and their performances were analysed.
The two presented approaches for evaluating the quality criteria of health documents
are complementary to each other. The rule-based approach has been shown effective for
detecting metadata criteria, whereas the machine learning classification approach proved
to be more effective in detecting content-based quality criteria. The two approaches can
contribute to comprehensively assessing the quality of online health-related documents.
The performance of the proposed methods presented in this thesis work was reasonably
promising. There were some exceptions when applying the methods to some of the advanced
criteria used to evaluate online news articles that discuss new interventions. For some of
these criteria, external knowledge is required, and looking only at the text is not sufficient
to find indicators of such criteria. Moreover, there was a level of subjectivity in judging
some other criteria. This requires human experts to interpret text senses and to discover any
missing information, which makes judging these tasks automatically harder to achieve.
Finally, a general comprehensive framework has been proposed for the automatic assessment of health quality criteria. As presented in this thesis, the criteria that have been
targeted in this work were limited in number; and not all the identified criteria in Chapter 5
were experimented with for the automatic assessment. This was due to the unavailability of
annotated datasets for these criteria. Therefore, similarities between the achieved tasks in this
thesis and the criteria that have not been targeted have been identified; then, similar solutions
to those tasks have been suggested. This framework forms a base, and hopefully will act as a
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ground, to evaluate other quality metrics in future work. The flow chart in Figure 9.3 shows
the flow of the work presented in each part of this thesis linked to the corresponding chapters.

Fig. 9.3 A flow chart to show the flow of the whole thesis work.
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9.8

Limitations and Future Work

Although the questionnaire helped to identify the important criteria to users, the responses
were limited by the type of educational level of the participants where most of them were of
a university-level. It would be important to extend this survey to a more general sample of
the public to see whether there is a different perception of HIQ.
In addition, the rankings of the criteria are limited by what the users believe is important.
However, the results of the questionnaire do not guarantee that users will really follow
these criteria when seeking health information online, which is a limitation of this work.
What could be investigated in future work is to see if the preference the users gave in the
questionnaire match up with their behaviour. This could be observed by real experiments
with an eye-tracking system. However, this is a bigger question to answer in this work and I
believe it is beyond the scope of this thesis.
Another issue is that the technical scope of this thesis work may be too broad. One
of the limitations of this work (especially Chapters 6 and 7) is that the datasets consist of
heterogeneous webpages (news articles, blogs, general webpages, health portals). Such
heterogeneity is thought to make the problem more difficult, and a general method might not
work quite well. If the webpages were of the same type, this could ease the problem as the
style and content would be homogeneous. Besides, targeting webpages of common genres
would make the problem easier as the content would be equivalent and the vocabulary might
be less diverse.
The heterogeneity of the webpages does not only affect the evaluation problem. It also
affects cleaning the text which was not perfect in the experimental setup. With websites that
use dynamic content which changes with the help of some dynamic scripts, it is not always
straightforward to extract the main pieces of text altogether. Other websites, such as forums,
allow comments from users and those comments are not easy to remove if different types
of webpages are dealt with. Moreover, the presented methods deal with webpages and not
the whole website, and sometimes the content is split into multiple webpages. All these
contributed to the difficulty of getting a clean text out of the used datasets. Consequently,
they affect the overall performance of the methods.
The achieved work was governed by the existence of the available datasets. Future work
will need to extend this research by using significantly large and suitably annotated datasets to
improve the results of the presented methods. In addition, other datasets need to be collected
and annotated according to the other criteria, and the presented methods need to be examined
on these datasets. Deep learning methods might also be explored on these tasks as they have
been employed in many domains including NLP (Young et al., 2017).
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Moreover, additional medical NLP resources and other domain knowledge information
(such as a list of all diseases, symptoms and side effects) could be added to the methods.
Integrating knowledge from such resources might help to improve the performance of the
methods (Spasić et al., 2018) and to attain some information not accessible in the given text
(Boghrati et al., 2015).
The analysis of HIQ criteria showed that users value some criteria and dimensions over
others. These preferences can be further experimented on internet users when assessing
samples of health-related websites. Furthermore, the theoretical framework proposed in
Chapter 9 could be taken forward in subsequent research to see how practical the proposed
methods are on the identified dimensions.
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Časopis pro informační vědy, 7(1).
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Health Information Quality Assessment Questionnaire

Health Information Quality Assessment
Questionnaire
Hi,
Thank you very much for taking part in my questionnaire. My name is Majed Al-Jefri, a PhD
candidate at the University of Brighton, United Kingdom. This questionnaire is part of my research
project which is looking at how people seek health information online. We are particularly interested
in knowing what reliability criteria people consider when looking for health information online. This
will help us to identify the significant criteria that we will consider to automate the process of
assessing the quality of online health information which is the main aim of this research.
Please note that we are not capturing any identifying information, we just want some general
answers for statistical analysis.
If you are interested in knowing the outcomes of the questionnaire or/and the study please email me
at m.al-jefri@brighton.ac.uk and if you have any comments please do contact me.
Note: If you are using your mobile phone to respond to the questionnaire please make sure to make
screen landscape for better appearance.
It should take about 10-15 minutes to complete this questionnaire. Your participation is entirely
voluntary and at any time, you can quit filling out the questionnaire. If you are under 18 please don't
fill out this questionnaire.
* Required

Your use of Internet to search information:
Questions in this section look at how you use Internet in general.
1. 1) How many hours (per week) do you spend searching for information on the web? *
Mark only one oval.
Less than 2 hours
2-6 hours
7-12 hours
More than 12 hours
2. 2) How many years since you became familiar with Internet? *
Mark only one oval.
Less than 3 years
3-5 years
5-10 years
More than 10 years
3. 3) What device do you use to browse Internet (you can select more than one)? *
Check all that apply.
Personal Computer/Laptop
Tablet
Smart phone
Smart TV
Other:

https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit
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4. 4) Which search engines do you mainly use? *
Check all that apply.
Google
Bing
Yahoo!
Other:
5. 5) In the last year, how often have you tried to seek healthcare information online (for you
or for someone else)? *
Mark only one oval.
1-2 times
3-5 times
More than 6 times
I have never sought health information online
6. 6) Please specify the purpose of seeking health information online. Is it to : (you can select
more than one answer) *
Check all that apply.
Look for medication for specific disease
Look for symptoms and the possible diagnosis
Read more about disease diagnosed by your doctor
Read about medications prescribed by your doctor
I never seek health information online
Other:
7. 7) How do you start looking for health information online (think about the last time you did
this)? Do you start: *
Mark only one oval.
At a general search engine such as Google, Bing or Yahoo
At a site that specializes in health information, like NHS choices or WebMD (if you use a
search engine to reach a specific site select this option)
At a more general site like Wikipedia, that contains information on all kinds of topics (if
you use a search engine to reach a specific site select this option)
At a social network site like Facebook
I never sought health information online
Other:
8. 8) Do you believe that pages returned by your search engine are the best matches for your
search term. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree

https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit
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9. 9) If you make a query in a search engine, how many results do you usually view? *
Mark only one oval.
Just one link
2-3 links
4-5 links
More than 5 links

Your trust in online health information:
This section is the main section in the study and it looks at how people think of the health information
assessment criteria .
10. 1) I trust a health webpage more if it identifies the author. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
11. 2) I trust a health webpage more if it identifies author’s affiliation or organization (PhD,
M.D., University. Hospital, etc.) *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
12. 3) I trust a health webpage more if it identifies a (written/updated/reviewed) date *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
13. 4) I trust a health webpage more if it discloses its sources of information. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
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14. 5) I trust a health website more if it has a copyright notice *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
15. 6) I trust a health website more if it has a clear privacy policy on how my personal
information (including those collected automatically by cookies, history or various forms
of tracking) is stored and handled (for example via a privacy link). *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
16. 7) I trust a health webpage more if the website discloses the owner/sponsor/source of
funds. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
17. 8) I trust a health webpage more if the website has a disclaimer (usually mentioning they
support, not replace, the relationship that exists between a patient and his/her existing
physician) *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
18. 9) I trust a health website more if it has a clear advertising policy (usually there is a link for
advertising policy). *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree

https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit
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19. 10) I trust a health webpage more if it has few advertisements. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
20. 11) I trust a health webpage more if its contents are free of spelling errors. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
21. 12) I trust a health webpage more if its contents are free of grammatical errors. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
22. 13) I trust a health webpage more if the information it contains is not subjective (free from
bias or financial interest) *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
23. 14) I trust a health webpage more if the website provides contact information including
postal address/telephone (contact us page). *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
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24. 15) I prefer webpages that are easy to read *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
25. 16) I ignore webpages that do not focus on the main topic I am looking for *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
26. 17) I ignore webpages that contain too much information *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
27. 18) I prefer webpages that are easy to understand (do not use a technical language) *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
28. 19) I look at the URL of the website and use the domain information (.gov,.edu, .org, .com,
etc.) to help me determine whether or not the website is reliable. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
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29. 20) When a search engine returns a list of pages, I select a page from the list based on
their rank provided by the search engine *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
30. 21) When a search engine returns a list of pages, I select a page from the list based on
whether or not it has video/pictures *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
31. 22) I don’t trust websites that ask for payment information. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
32. 23) I prefer webpages that explain the symptoms of the disease I am looking at. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
33. 24) I prefer webpages that suggest the possible treatments to the disease *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
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34. 25) I prefer webpages that explain how to take the medications. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
35. 26) I prefer webpages that describe any side effects a treatment may cause. *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
36. 27) I don’t trust websites that offer quick and easy solutions to my health problem with
exaggerated words (for example miracle cures, exaggerated claims, sensational news) *
Mark only one oval.
Completely disagree
Somewhat disagree
Neither disagree nor agree
Somewhat agree
Completely agree
37. 28) I prefer a health webpage if it suggests: *
Mark only one oval.
Medicine of which the effectiveness was demonstrated scientifically in clinical trials.
Only alternative medicine (any of a range of medical therapies that are not regarded by
medical professionals)
I don’t mind if it has both 1 & 2
I don’t know
38. Please provide any further comments (please suggest any features you think we didn’t
consider)

About you:
In this section we will ask for some information about you. Please note that we are not capturing any
identifying information (we don't ask for your name, date of birth or any other sensitive information),
we just want some general answers for statistical analysis.
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39. 1) What is your gender?
Mark only one oval.
Male
Female
Prefer not to say
40. 2) What is your age group?
Mark only one oval.
18-25
26-40
41-60
>60
Prefer not to say
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41. 3) What is your country of residence?
Mark only one oval.
United Kingdom
Saudi Arabia
Afghanistan
Albania
Algeria
Andorra
Angola
Antigua & Deps
Argentina
Armenia
Australia
Austria
Azerbaijan
Bahamas
Bahrain
Bangladesh
Barbados
Belarus
Belgium
Belize
Benin
Bhutan
Bolivia
Bosnia Herzegovina
Botswana
Brazil
Brunei
Bulgaria
Burkina
Burundi
Cambodia
Cameroon
Canada
Cape Verde
Central African Rep
Chad
Chile
China
Colombia
Comoros
Congo
https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit
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Congo {Democratic Rep}
Costa Rica
Croatia
Cuba
Cyprus
Czech Republic
Denmark
Djibouti
Dominica
Dominican Republic
East Timor
Ecuador
Egypt
El Salvador
Equatorial Guinea
Eritrea
Estonia
Ethiopia
Fiji
Finland
France
Gabon
Gambia
Georgia
Germany
Ghana
Greece
Grenada
Guatemala
Guinea
Guinea-Bissau
Guyana
Haiti
Honduras
Hungary
Iceland
India
Indonesia
Iran
Iraq
Ireland {Republic}
Israel
https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit
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Italy
Ivory Coast
Jamaica
Japan
Jordan
Kazakhstan
Kenya
Kiribati
Korea North
Korea South
Kosovo
Kuwait
Kyrgyzstan
Laos
Latvia
Lebanon
Lesotho
Liberia
Libya
Liechtenstein
Lithuania
Luxembourg
Macedonia
Madagascar
Malawi
Malaysia
Maldives
Mali
Malta
Marshall Islands
Mauritania
Mauritius
Mexico
Micronesia
Moldova
Monaco
Mongolia
Montenegro
Morocco
Mozambique
Myanmar, {Burma}
Namibia
https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit
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Nauru
Nepal
Netherlands
New Zealand
Nicaragua
Niger
Nigeria
Norway
Oman
Pakistan
Palau
Panama
Papua New Guinea
Paraguay
Peru
Philippines
Poland
Portugal
Qatar
Romania
Russian Federation
Rwanda
St Kitts & Nevis
St Lucia
Saint Vincent & the Grenadines
Samoa
San Marino
Sao Tome & Principe
Senegal
Serbia
Seychelles
Sierra Leone
Singapore
Slovakia
Slovenia
Solomon Islands
Somalia
South Africa
South Sudan
Spain
Sri Lanka
Sudan
https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit
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Suriname
Swaziland
Sweden
Switzerland
Syria
Taiwan
Tajikistan
Tanzania
Thailand
Togo
Tonga
Trinidad & Tobago
Tunisia
Turkey
Turkmenistan
Tuvalu
Uganda
Ukraine
United Arab Emirates
United States
Uruguay
Uzbekistan
Vanuatu
Vatican City
Venezuela
Vietnam
Yemen
Zambia
Zimbabwe
42. 4) What is your education level?
Mark only one oval.
High school
Graduate/higher diploma
Postgraduate
43. 5) What is your subject area? (if applicable)
Mark only one oval.
Engineering/Math related
Medical related
Business related
Arts related
Other:
https://docs.google.com/forms/d/1XU_mFBvG2uda_Wi5tNbIP1Mowtd-ow_Ld7Czsi5V6T0/edit

14/15

Appendix B
Rules to Detect the JAMA Criteria
Here I list all the rules to detect the four JAMA criteria that were used in the experiments
discussed in Chapter 6. The rules are written in a format that is compatible with Python
regular expressions.
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Table B.1 Rules to detect the four JAMA criteria, the rules are extracted using regular
expressions
Criterion

Rules

Authorship

[A][Uu][Tt][Hh][Oo][Rr].{0,3}PERSON
|
[Ww]ritten
by PERSON | [Bb]iography | [Rr]eviewed by PERSON | PERSON.{0,2}R(.)?N | PERSON{0,2}M(.)?D |
PERSON{0,2}N(.)?P(.)?
| PERSON{0,2}N(.)?D | PERSON{0,2}R(.)?N | PERSON{0,2}Ph(.)?D | [Bb]y.{0,5}PERSON
|
PERSON.{0,2}DATE
|
DATE.{0,2}PERSON
|
Dr[.]?.{0,3}PERSON

Attribution

References | REFERENCES | [Bb]ibliography | BIBLIOGRAPHY | Article [Rr]esources | RESOURCES | [Ff]ootnotes | Article
[Ss]ource(s)? | Source(s) | SOURCE(S)?

Disclosure

[Aa][Bb][Oo][Uu][Tt] [Uu][Ss] | [Aa][Bb][Oo][Uu][Tt]
[Tt][Hh][Ii][Ss] [Ss][Ii][Tt][Ee] | [Aa][Bb][Oo][Uu][Tt]( the)?
[A-Z]+ | ABOUT | About | [Cc][Oo][Nn][Tt][Aa][Cc][Tt]
[Uu][Ss] | Ltd. | LLP | LP | LLLP | LLC | LC | Co. | PLLC | Corp. |
Inc. | Limited

Currency

Updated
|
Edited
|
Published.{0,30}DATE
|
[Uu][Pp][Dd][Aa][Tt][Ee][Dd].{0,10}DATE
|
[Ww]ritten
.{2,50}DATE
|
DATE.{0,5}[Bb]y
|
[Bb]y.{0,2}PERSON.{0,20}DATE | [Rr]eviewed.{0,10}DATE
| [Rr][Ee][Vv][Ie][Ww][Ee][Dd].{0,10}DATE | [Dd]ate
[Rr]eviewed | ([Dd]ate )?[Rr]evised.{0,4}(DATE) | [Dd]ate[][Uu]pdated | [Ll]ast[- ][Uu]pdated | [Ll]ast[- ][Rr]eviewed
| [Ll]ast[- ][Ee]dited | [Dd]ate[- ][Mm]odified | [Pp]age[][Mm]odified | PERSON.{0,2}DATE | DATE.{0,2}PERSON

Appendix C
Experimenting with Different Number of
Features for Different Criteria
In this appendix, deciding the number of features needed to get the best results for different
criteria is shown. The figures correspond to the rest of the criteria shown in Chapter 8 (from
criterion 3 to 10).
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Fig. C.1 F1 results when experimenting different number of features for criterion 3 (Harms)

(a) Different number of features using SVM

(b) Different number of features using RF
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Fig. C.2 F1 results when experimenting different number of features for criterion 4 (Quality
of the evidence)

(a) Different number of features using SVM

(b) Different number of features using RF
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Experimenting with Different Number of Features for Different Criteria

Fig. C.3 F1 results when experimenting different number of features for criterion 5 (Diseasemongering)

(a) Different number of features using SVM

(b) Different number of features using RF
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Fig. C.4 F1 results when experimenting different number of features for criterion 6 (Identify
conflicts of interest)

(a) Different number of features using SVM

(b) Different number of features using RF
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Experimenting with Different Number of Features for Different Criteria

Fig. C.5 F1 results when experimenting different number of features for criterion 7 (Compare
with existing alternative )

(a) Different number of features using SVM

(b) Different number of features using RF
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Fig. C.6 F1 results when experimenting different number of features for criterion 8 (Availability of the treatment)

(a) Different number of features using SVM

(b) Different number of features using RF
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Experimenting with Different Number of Features for Different Criteria

Fig. C.7 F1 results when experimenting different number of features for criterion 9 (Novelty
of the approach)

(a) Different number of features using SVM

(b) Different number of features using RF
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Fig. C.8 F1 results when experimenting different number of features for criterion 10 (Relying
solely on a news release)

(a) Different number of features using SVM

(b) Different number of features using RF

